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Abstract

We describe a neural network based vision system and a number of rule
based expert systems for use in antibiotic sensitivity testing and reporting.
The vision system detects bacterial growths on agar plates. The major expert
system generates antibiotic treatment recommendations. The systems are
embedded in the normal work flow of the laboratory. We also describe the
embedding principles used and our development methodology.

1 Introduction

The medical background to this work is the desire to improve the use of antibiotics in
hospitals. In 1976 Edward Shortliffe, the developer of the MYCIN system, reported a
number of serious problems with the prescribing of antibiotics [1, p41-44]. These included
overprescribing, prescribing of inappropriate antibiotics and prescribing of inappropriate
dosages. There is little evidence that the situation has improved since then. In some
respects the current situation is worse. Due in part to inappropriate use of antibiotics
many strains of bacteria are emerging which are resistant to currently available antibi-
otics. Methicillin resistant Staphloccocus aureus (golden staph) is one such case and is a
major problem in hospitals in many cities and particularly in Melbourne. The emergence
of resistant strains of bacteria means that patients must be treated with more expensive,
more toxic drugs. The general aim of the system described in this paper is to improve

T An edited version of this paper appears as: Victor Ciesielski and John Spicer, Embedding Neural Nets
and Frpert Systems in Diagnostic Microbiology Laboratories, IEEE Expert, Special Issue on Embedded
Al Vol 2, No 3, pp. 42-48, Jun 1994.



the use of antibiotics by including an expert treatment recommendation in the report
from the microbiology laboratory.

The typical approach to an Al development involves the construction of a prototype.
Many Al prototypes have been developed and described in the literature. Most of these
are stand-alone systems or prototypes which explore particular aspects of some system
or problem. However, it is becoming increasingly apparent that the real value of Al is in
embedded systems where the Al comprises a part (or parts) of some larger system. The
development of embedded systems raises some new issues in system design and develop-
ment which are not normally considered in the development of stand alone prototypes.
The issues of particular interest to this work are:

e What is an appropriate methodology for designing and developing embedded sys-
tems?

e Are there any general principles or guidelines for embedding AI?

e How are the Al components integrated with the rest of the system?

e What should happen if the Al system fails or makes a mistake?

e Are there any particular problems in deploying a system with embedded AI?
e What, if anything, should the users know about the Al components?

Embedded Al systems do not appear to have been systematically studied in the literature.
While there are some reports on embedded Al systems ([2], [3], [4], [5]), the focus of these
reports is primarily on the real time aspects of the problem rather than on the embedding.

1.1 Goals

One of the major functions of the clinical microbiology laboratory is the isolation of
bacterial organisms from specimens from patients with bacterial infections (or suspected
infections), the identification of the organisms, sensitivity testing of the organisms and
the communication to the treating physicians of information which can be used as the
basis for treatment. Clearly this information is critical since, in the most extreme cases,
patients’ lives are at stake.

The main goals of the project are twofold:

1. To develop a computer vision system for analysing bacterial growths which is robust
and reliable enough to be used in a microbiology laboratory and which runs in real
time on inexpensive personal computers. Since results from the system will be
used in patient care it is critical that an automated system should make the correct
decisions. However, in this domain, it is acceptable for the automated system not
to make a decision in some cases and pass the case on to a human microbiologist.

2. To develop an expert advising system which will add treatment recommendations
to the laboratory reports.



2 System Overview

The determination of antibiotic sensitivities is a common task in clinical microbiology
laboratories. In essence this means analysing the patient specimens that arrive from
the wards, identifying the infecting bacteria and determining which of a set of available
antibiotics will “kill'” the bacteria and hence could be used to treat the patient. An
overview of this process is shown in figure 1.
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Figure 1: Overview of the System

The agar dilution method[6] for antibiotic sensitivity testing works as follows. Bacteriol-
ogy plates are prepared with different concentrations of antibiotic mixed with the growth
agar. Three different concentrations of penicillin and two different concentrations of the
other antibiotics are used. Growth positions or “wells” are then seeded with organisms
isolated from the patient specimens. If the organism grows on all of the penicillin plates,
then clearly penicillin is not killing the bacteria and should not be used to treat the
patient. In this case the organism is said to be resistant to the antibiotic. If the organ-
ism does not grow on any of the penicillin plates then penicillin is killing the organism
and is one of the antibiotics that could be used to treat the patient. In this case the
organism is said to be sensitive to penicillin. If the organism grows on a plate with a
low concentration of antibiotic but not on a plate with a high concentration is is said to
be of intermediate sensitivity. If it grows on a high concentration plate but not on a low
concentration plate, some problem has occurred which needs to be investigated by the
microbiologist. It is important to note that, in general, most species of bacteria can have
many different patterns of antibiotic sensitivity. For example, it is quite possible to have

!Some antibiotics only prevent growth



two Escherichia coli organisms from two different patients, side by side on a test plate,
one of which will be sensitive to penicillin and the other resistant.

From the point of view of developing an Al system for sensitivity testing the process
can be summarized as follows: take TV pictures of all of the sensitivity testing plates,
determine the positions in which there are growths, collate the information from different
plates into Resistant, Sensitive or Intermediate and report this information. This corre-
sponds to the information above the horizontal line in figure 2 which shows a laboratory
report to be sent to the treating physician.
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If the clinical situation indicates antibiotic treatment, the recommendations are:

MILD OR MODERATE INFECTION
(Amoxy)Ampicillin Oral 250mg 6 hourly for 5-7 days

Patients with severe renal impairment need dosage modification.

Alternative: Nitrofurantoin Oral 100mg 8-hourly for 5-7 days
IN PREGNANCY: Human foetal or neonatal damage reported, without malformations.
Patients with renal impairment should not receive this drug.
Patients with hearing loss need major dosage modifications.
Patients with liver disease should not receive this drug.

If patient is hypersensitive to penicillin
Nitrofurantoin Oral 100mg 8-hourly for 5-7 days

IN PREGNANCY: Human foetal or neonatal damage reported, without malformations.
Patients with renal impairment should not receive this drug.

Patients with hearing loss need major dosage modifications.

Patients with liver disease should not receive this drug.

Alternative: Gentamicin IV 80mg 8 hourly for 5-7 days
Patients with renal impairment need major dosage modifications.
Patients with hearing loss need major dosage modifications.

Serum drug levels must be monitored.

SEVERE OR OVERWHELMING INFECTION
Gentamicin IV 120mg 8 hourly for 7-14 days

Patients with renal impairment need major dosage modifications.
Patients with hearing loss need major dosage modifications.
Serum drug levels must be monitored.

Alternative: Please consult Microbiology/Infectious Diseases Department

Figure 2: Report from the Advising System

In the laboratory report shown in figure 2 the organism, Escherichia coli, has been
isolated from the urine of a patient and is resistant to PENicillin, FLUcloxacillin and

ERYthromycin. It is sensitive to AMOxycillin, CEF(cephalothin), GENtamycin, SUL-



phamethoxazole, TriMethoPrim and NITrofurantoin. It shows intermediate sensitivity
to TETracycline. The sensitivities for TICarcillin, COListin, TOBramycin, CHLoram-
phenicol, VANcomycin and CTX are not being reported. There are a number of reasons
for this. The most common reason is that that these are being kept as reserve antibiotics,
with sensitivities available on request. If the organism had been resistant to the common,
cheaper antibiotics, the sensitivities to the reserve antibiotics would be reported.

Having determined the sensitivity pattern the next step is to determine the antibiotic
of choice and the dosage. It is not possible simply to choose one of the antibiotics
marked with an S. Some antibiotics might work well in urine but not in the blood. Some
antibiotics should not be given to children. Other antibiotics should not be given to
elderly patients. Some antibiotics, while they work well in vitro are known not to work
very well in vivo for some organisms. Some antibiotics are very expensive while others
are toxic. These should not be used unless no others are suitable. Thus there is a large
body of expert knowledge that needs to be captured and used in prescribing the best
antibiotic.

To incorporate Al into the microbiology laboratory system, what is required is an expert
system which contains the prescribing knowledge of an expert physician and uses the
sensitivity pattern, the relevant clinical data (such as site of infection, age and sex of the
patient) and general knowledge of antibiotics to build a recommendation for a particular
case.

The hardware configuration is shown in figure 3. The laboratory computer (a PDP11-
70) is used to maintain the data bases and print the reports. The vision system and
the advisor run on the PC. One of the most time consuming aspects of the development
has been to ensure that the data communication between the two computers works as
required.
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Figure 3: Hardware Used



3 The Embedded Vision System

The embedded vision system for determining sensitivities performs two steps — the
determination of growth in a single position and then the collation of these single growths
into an overall sensitivity determination. In both cases knowledge and judgement are
required.

N

Figure 4: A Bacterial Growth Plate and Well Numbering System

The microbiologist places the plates in turn under the TV camera and the machine reads
the wells. As the machine finishes with each well it draws a red square around the well if
a growth is determined and a green square for empty. The interpretation takes about one
second per well on a 286 based PC?. This is comparable with the time taken by a human
microbiologist. If the microbiologist believes an error has been made she can remove the
plate, inspect it closely and change the system’s classification if needed. This feature
represents a philosophy for embedding which requires the system to be useful even in the
early stages of development when, the Al decision making might not be very accurate.
Furthermore, the user, at all times, is able to override the decisions of the system.

3.1 Analysis of Individual Growth Positions

Each agar plate is divided into a fixed number of positions or “wells” and bacteria are
placed in these positions by a stamping machine. The general appearance of a plate as
used in our laboratory is a round plastic dish containing a reddish jelly on which are
rows of small whitish /yellowish/greyish circles (figure 4). There can be 20-50 plates in a
batch, depending on the number of antibiotics being tested. The method of seeding the
wells ensures that well ¢ on each plate is seeded from the same specimen from the same
patient. There are also several ‘control’ plates. These plates contain growth media on
which all specimens in all wells should grow.

?When we began this work in 1989, the target hardware was a 286-based PC. Now, however, much
more powerful 486-based computers are available at the same cost. However, our vision hardware and
software appear to be compatible only with our 286-PC.



The vision hardware includes a TV camera and image capture board which deliver a
256x200 colour image with 5 bits each for red, blue and green. Most growths are about
10 pixels in diameter.

There are a number of characteristics of the domain which make it difficult for an auto-
matic system to make accurate decisions.

o There is a large variety in the colour characteristics of the growths. Since each
plate contains specimens from many different patients there are many different
organisms on each plate. Some of these have very bright, distinctive colours with
strong contrast to the background (figure 4, well 5). Other growths have very
similar colours to the background (figure 4, well 25).

e Some bacteria are strong growers giving large bright growths (figure 4, well 4) some
are weak growers giving only small faint growths (figure 4, well 15).

o Most growths are circular in shape, however a significant number are deformed

(figure 4, well 24).

e The stamping machine which puts the bacteria on the plates sometimes leaves
marks which look very similar to growths.

e The stamping machine is not fully rigid. There is some variability in the position
of each well between plates. Thus it cannot be assumed that the centre of each well
will be in the same place on each plate, nor can it be assumed that the distances
between centres of adjacent growths will be the same number of pixels apart on
consecutive plates. This distance can differ by up to 5 pixels.

e Fresh growth media is prepared every few days and each batch has a slightly dif-
ferent background colour.

e Lighting conditions result in some shadows and reflections on the plates (in figure 4,
there is a crescent of reflection and shadow from well 36 through wells 21 and 22
to well 9).

e Black plate identification characters (see figure 4) or paper labels (not shown)
appear on the bottoms of the plates.

3.2 The Neural Networks for Image Classification

We examined a number of methods from image processing/computer vision — threshold-
ing, 1d entropy, 2d entropy, region growing and template matching — for this problem
and compared them with a number of feed forward multilayer neural networks of different
architectures. The best classifiers from each approach gave virtually identical classifica-
tion accuracy (over 99%). However the neural net classifiers generally had much faster
execution times and required considerably less development time.

I'The largest colour network that would fit in memory.



Expt | Input Square | Network Number of | Perform-
No | Type Size Architecture Errors ance
1 | Intensity 10x10 | 100-1-1 23 98.04%
2 | Intensity 10x10 | 100-2-1 23 98.04%
3 | Intensity 10x10 | 100-5-1 26 97.79%
4 | Intensity 10x10 | 100-10-1 25 97.87%
5 | Intensity 20x20 | 400-1-1 10 99.14%
6 | Intensity 20x20 | 400-2-1 9 99.23%
7 | Intensity 20x20 | 400-5-1 21 98.21%
8 | Intensity 20x20 | 400-10-1 8 99.32%
9 | Raw RGB 10x10 | 300-1-1 15 ] 98.72%
10 | Raw RGB 10x10 | 300-2-1 11 99.06%
11 | Raw RGB 10x10 | 300-5-1 18] 98.46%
12 | Raw RGB 10x10 | 300-10-1 18] 98.46%
13 | Raw RGB 16x16' | 768-1-1 N.C.
14 | Raw RGB 16x16 | 768-2-1 13 ] 98.89%
15 | Raw RGB 16x16 | 768-10-1 34| 97.10%
16 | Raw RGB 16x16 | 768-5-1 171 98.55%
17 | Control Plate | 20x20 | 800-2-1 41 99.36%
18 | Voting 10x10 | INTEN 300-10-1 41 99.66%
20x20 | INTEN 400-10-1
10x10 | Raw RGB 100-2-1
16x16 | Raw RGB 768-2-1

Table 1: Summary of neural network experiments, training set 263/1437 patterns, test
set 1174/1437 patterns. N.C. - No Convergence.

We performed a variety of experiments with different three layer feed forward networks
which were trained with back-propagation using the PlaNet software[7]. A summary
the results of a selection of these experiments is given in table 1. Full details of these
experiments can be found in [8] and [9]. To explain the table we look at experiment 9.
In this experiment the raw red, blue and green values from the TV camera were used as
inputs to the network. The pixels of a 10x10 square centred on each growth position (the
operator places each plate under the camera at the same orientation) were used giving
three input neurons per pixel and 300 total inputs. The middle layer in experiment 9
had one neuron and there was one output neuron. The final two columns of the table
summarize the performance, 15 errors on the test set of 1174 wells giving a 98.72%
correct classification rate on the test set. The data from 263 (153 growths, 110 empty)
wells taken from 3 different batches was used to train the networks. Training times varied
from 1 cpu minute to 50 cpu minutes on an encore multimax with 8 processors.

Experiments 1-4 were motivated by the observation that the network needs to discrimi-
nate between two categories - growth and empty. Since each growth is about 10 pixels
in diameter, there should be two kinds of squares - mostly growth and totally empty.
Experiments 1-4 involve attempts to train 4 networks to make this distinction based on
intensity values (Intensity = r + b+ g). Experiments 5-8, with an input of a 20x20



square of pixels, were essentially an attempt to make a network learn the difference be-
tween a square with a circle in the middle and an empty square. Experiments 9-16, in
conjunction with experiments 1-8 were designed to investigate the effect of colour on the
decision making.

In experiment 17 the control plate was used. This plate contains media on which all
bacteria are expected to grow. The expectation here was that the network would learn
the difference between growths on control plates and growths on test plates.

(ke *)
(* GRAM POSITIVE BACTERIA *)
(ke *)

Ri: IF GRAM_VAL = ’+’ AND
ORG_GROUP = °STAPH_GRP’ AND
ANTI_BIOTIC >PENICILLIN’ OR
ANTI_BIOTIC >AMPICILLIN’ OR
ANTI_BIOTIC >TICARCILLIN’ AND
GROWTH_SIZE = °’SMALL’ AND
CONCENTRATION > 5

THEN GROWTH = TRUE.

R2: IF GRAM_VAL = ’+’ AND
ORG_GROUP = °STAPH_GRP’ AND
ANTI_BIOTIC "METHICILLIN’ AND
GROWTH_SIZE = ’SMALL’ AND
CONCENTRATION > 5
THEN GROWTH = TRUE.

R4: IF GRAM_VAL = ’+’ AND
ANTI_BIOTIC_GRP = ’GRAM_POS_GRP’ AND
GROWTH_SIZE = ’SMALL’ AND
CONCENTRATION > 5
THEN GROWTH = TRUE.

R7: IF GROWTH_PIXEL_COUNT < 20
THEN GROWTH_SIZE = °’SMALL’.

R10: IF GRAM_VAL = ’+’ AND

ANTI_BIOTIC = ’CEPHALOTHIN’ OR
ANTI_BIOTIC = ’CEFOTAXIME’ OR
ANTI_BIOTIC = ’ERTHROMYCIN’ OR
ANTI_BIOTIC = ’VANCOMYCIN’ OR
ANTI_BIOTIC = ’GENTAMICIN’ OR
ANTI_BIOTIC = ’TOBRAMYCIN’ OR
ANTI_BIOTIC = ’AMIKACIN’

THEN ANTI_BIOTIC_GRP = ’GRAM_POS_GRP’

ELSE ANTI_BIOTIC_GRP = ’NULL’.

Figure 5: Rules for Interpretation of Difficult Growths

The output of each network is a real number in the range (0.0,1.0). In all of the above
experiments an output of less than 0.5 was treated as an empty well and an output of



0.5 or greater was treated as a growth well.

Inspection of the classification errors made by the networks revealed that different net-
works generally made different errors, for example, a well misclassified by network 1 was
generally correctly interpreted by the other networks. This led us to develop a voting
scheme, using the four best performing networks, for detecting “hard” cases which should
be referred to a human microbiologist. In this voting scheme a hard case is one in which
the voting is not unanimous. This scheme resulted only 4 errors in the test set of 1174
growths at the expense of 31 cases referred to the microbiologist.

There is a requirement that the classification system run in real time on relatively inex-
pensive personal computers. In practice this means that the system should be capable
of classifying wells at the rate of about one per second. One advantage of using neural
networks is that, although the classifier needs to run in real time, the training of the
classifier does not. In fact, it can be done on a different, faster computer. We have used
an Encore multimax for training the networks.

In many cases the growth determination is straight forward since the growths are clear
and unambiguous. However for some organisms on some antibiotics it is necessary to
compare the growths on the test plate and the control plate. Diminished growth in these
cases can be an indication of sensitivity. We have implemented this growth comparison
with a neural network which takes as input raw pixel data from both the control plate
and the test plate.

In some cases some judgement about the size of the growth is required. This has been
implemented with a knowledge base of ‘reading golden rules’. Some examples of these
rules are shown in figure 5. Rule 1, for example, states that if a small growth of 20 pixels
or less of an organism in the Staphlococcus group is found on a penicillin, ampicillin or
ticarcillin plate then this should should be treated as a growth (most growths contain on
the order of 80 pixels.)

3.3 Sensitivity Determination

Once the individual well positions on each plate have been classified, this data is collated
into an overall sensitivity determination.

The main strategy is:

TF GROWTH on HIGH CONCENTRATTON of ANTIBIOTIC X
AND GROWTH on LOW CONCENTRATION of ANTIBTOTIC X
THEN  RESISTANT to ANTIBTIOTIC X

TF NO GROWTH on HIGH CONCENTRATION of ANTIBTIOTIC X
AND NO GROWTH on LOW CONCENTRATION of ANTIBTOTIC X
THEN  SENSITTIVE to ANTIBTIOTIC X

TF NO GROWTH on HIGH CONCENTRATION of ANTIBTIOTIC X
AND GROWTH on LOW CONCENTRATION of ANTIBTOTIC X
THEN  INTERMEDTATE to ANTIBIOTIC X

TF GROWTH on HIGH CONCENTRATTON of ANTIBIOTIC X

AND NO GROWTH on LOW CONCENTRATION of ANTIBTOTIC X
THEN  SIGNAT POSSIBLLE PROBLLEM

10



The rules are slightly more complex for penicillin since test plates at three concentra-
tions are used. These computed sensitivities are then passed through a set of ‘reporting
golden rules” which are based on expert knowledge of the microbiologist and are aimed
at controlling the use of certain antibiotics. Examples of these rules are given in figure 6.

RSTAPH1: TIF ORG_GRP = STAPH_GRP

AND SITE != ’URINE’

THEN  NITROFURANTOIN_SENSITIVITY = °’N’
RSTAPH2: TIF ORG_GRP = STAPH_GRP

AND SITE = ’URINE’

THEN  NITROFURANTOIN_SENSITIVITY = S’
RSTAPH8: IF ORG_GRP = STAPH_GRP

AND FLUCLOXACILLIN_SENSITIVITY = °’S’

THEN  GENTAMYCIN_SENSITIVITY = °N’

AND TOBRAMYCIN_SENSITIVITY = ’N°

AND CHLORAMPHENICOL_SENSITIVITY = °N’
AND VANCOMYCIN_SENSITIVITY = ’N°
AND CEFOTAXIME_SENSITIVITY = °N’.

RSTAPHO: IF ORG_GRP = STAPH_GRP
AND FLUCLOXACILLIN_SENSITIVITY = °R’
THEN  GENTAMYCIN_SENSITIVITY = °N’
AND TOBRAMYCIN_SENSITIVITY = ’N°
AND CHLORAMPHENICOL_SENSITIVITY = COMPUTED_SENSITIVITY
AND VANCOMYCIN_SENSITIVITY = COMPUTED_SENSITIVITY
AND CEFOTAXIME_SENSITIVITY = °N’.

Figure 6: Rules for Reporting Sensitivities

Rules 1 and 2 in figure 6 indicate that the Nitrofurantoin sensitivity is to be withheld for
organisms in the Staphlococcus group unless the specimen was a urine (Nitrofurantoin is
not effective in vivo for infections except in the urine, no matter what the determined sen-
sitivity is.) Rules 8 and 9 indicate that the sensitivity results for gentamycin, tobramycin,
chloramphenicol, vancomycin and cefotaxime are to be withheld if the organism is sensi-
tive to flucloxacillin, an inexpensive, relatively benign antibiotic and the drug of choice.
If the organism is resistant to flucloxacillin then the sensitivities for chloramphenicol
and vancomycin, which are more expensive and more toxic reserve antibiotics, are to be
printed.

The result of all of the processing so far is a report consisting of the information ABOVE
the horizontal line of figure 2. This in fact duplicates the current manual system. The
treating physicians are required to select a treatment from the sensitivity information
presented on this report. However, not all physicians have the expertise to do this well.

11



4 The Embedded Advising System

The purpose of the ADVISOR system is to add the expert recommendation that is below
the horizontal line of figure 2.

The output of figure 2 is interpreted as follows: If there is a mild to moderate infection
which needs treatment, the drug of choice is ampicillin with the dosage indicated. The
warning indicates that patients with kidney problems should be given a smaller dose. If
for some reason the treating physician chooses not to use ampicillin, than nitrofurantoin
is an acceptable alternative. However, this is not as effective or benign as ampicillin
and more care needs to be taken by the treating physician as indicated by the list of
warnings. Ampicillin is in the penicillin family of drugs. If the patient has a penicillin
allergy then ampicillin cannot be used and the preferred drug is then nitrofurantoin
with gentamycin as the best alternative. For a severe infection the recommendation is
gentamycin. Gentamycin is not in the penicillin family so an alternative for patients
hypersensitive to penicillin is not necessary. If the treating physician chooses not to
use gentamycin, the choice of antibiotic is no longer straight forward and needs to be
discussed with an infectious diseases expert.

Only information available to the laboratory is used in the decision making. If more
information were available about the patient the list of recommendations and warnings
could be much shorter. For a example, if it were known that the patient was had a severe
infection then the mild recommendation could be omitted. If it were known that the
patient had liver disease then the nitrofurantoin recommendation could be suppressed.
We hope that as a result of using the system the treating physicians will accept a change
in hospital procedures and make such information available on the specimen request form.

The ADVISOR program is implemented as a combined C Program and Expert System.
Control passes from the C Program to the Expert System and back again a number of
times during the course of a consultation as shown in figure 7.

The key design principle here has been to keep all of the knowledge in the knowledge base
and leave the data reading, printing etc to the C program. Rather than use an expert
system shell we have used a package (PC-EXPERT [10]) which is essentially a library of
C functions which implement backward chaining and which are linked together with the
C program.

Some details of the execution of the ADVISOR program follow:

The goal of a consultation is to have a list of antibiotics in order of preference in a five
element array CHOICE[5]. The first step after reading the data is to assume that the
infection is mild and go to the knowledge base for an initial assignment to the array

CHOICE. This will be done with rules of the kind shown in figure 8.

Rule CLO1 states that the first choice for the clostridial group is penicillin. The value
of CHOICELI 1is, in effect, a pointer to the dosage table. The dosage to be found is
for penicillin, with a special dose for the clostridial group, no special dose due to site,
mild-moderate dose. Note that in rules CL0O3 and CL04 there is no check in the rule for
sensitivity to MTZ (metronidazole). This is in fact never tested in the laboratory and all

12



C Program Expert System

Read the data
(1) Set severity=mild = ———--———-———- > Determine initial
CHOICE1,2....5

Compact Choices <———————— -
————————————— > Exclude unsuitable drugs
Compact Choices <m————m—— -
(2) Lookup dosage table
for CHOICE1
Print dosage = = -————————————- > Determine applicable warnings
for CHOICE1
Print warnings ittt

Lookup dosage table

for CHOICE2

Print dosage @ = = -————————————- > Determine applicable warnings
for CHOICE2

Print warnings K=—mmmmm o

—————————————— > Eliminate Penicillin family
Compact Choices <—————m—— -
Repeat from (2)
Set severity=severe
repeat from (1)

Figure 7: Passing of Control Between C Program and Expert System

Clostridium species are known to be sensitive to metronidazole. The dosage to be found
for Choice3, severe infection, IMI (imipenem) is the standard imipenem dose for severe
infections. No special dosage for the clostridial group is needed.

After this step the array choice could look like

CHOICE[1] No choice Made
CHOICE2]  MTZ
CHOICE[3]  IMI
CHOICE[4] No choice Made
CHOICE5] No choice Made

The compact operation will move the ‘No choice made’ entries to the end of the array.
The best first choice is now in item 1. The next step is to go to the knowledge base again
and remove any unsuitable drugs using rules such as those shown in figure 9.

After this step the dosages are retrieved from a dosage table and printed. Then the rele-
vant warnings, as determined by the knowledge base, are printed. (Pregnancy warnings
are not needed for male patients or children or elderly for example).

The next step is to consult the knowledge base again for the penicillin family of drugs
and eliminate the penicillin drugs (figure 10). This is done by invoking the knowledge

13



base with the goal Non_penicillin_choice for each active choice.

Once the penicillin drugs have been eliminated and CHOICE compacted, the recommen-
dation can be made for hypersensitivity to penicillin. If no drugs were eliminated, this
step is not necessary and is suppressed.

The fact base is then cleared, the severity set to severe and the process repeated. Note
that some of these steps could be avoided if the severity of the infection and/or hyper-
sensitivity to penicillin were available to ADVISOR.

5 Analysis of the Implementation

While there are many similarities, our work is quite different from Mycin[1]. The goals
of the Mycin system were to capture all of the relevant medical knowledge and necessary
facts to determine the identity of an organism and select an appropriate antibiotic. The
consultation was to be run by a physician who would have at hand all necessary data.
Explanation of decisions was a key factor. Our goal is to embed the system into the
normal environment of the microbiology laboratory where the full medical record is not
available. The consultation runs in batch mode as the reports are being produced,
the treating physician never runs a consultation. Explanations are provided over the
telephone as needed by the infectious diseases expert.

Our basic embedding principle has been that the AI components should intervene in
the work flow at the appropriate times with the appropriate advice and that the user
can modify the system’s action if an error is detected. Thus, in the extreme case where
no Al components are operational, the system outputs revert to what they were before
the introduction of the Al components. This has facilitated an incremental development
approach in which the prescribing advice is gradually added to reports as the knowledge
about new classes of bacteria is added. Where the system is unable to offer advice the
case is referred to the infectious diseases expert. As the expertise of the system increases.
more reports have the knowledge added component and fewer cases need to be referred
to the expert.

We have used the spiral methodology [12] for developing the system. This is well suited to
the incremental development of the system and supports our basic embedding principle.

Close inspection of the rules in figure 8 reveals that they implement a form of table lookup.
In fact when we began this work we experimented with a table driven program. However,
the many exceptions (examples include: all antibiotics are tested except for a few like
metronidazole, some antibiotics are only effective in certain sites, such as nitrofurantoin
in urine, some antibiotics such as tetracycline cannot be given to children) made this
approach unworkable. The current design, while resulting in a large flat inference net,
provides a mechanism for dealing with the vagaries of the domain.

We found that common PC based rule system tools such as EXSYS, PC-consultant and
VP-EXPERT were not at all suitable for this domain. The major problem was the lack
of support for an array data type. This led to an exponential increase in the number
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of rules needed. Furthermore, these products want to ‘own’ the computer and control
the interaction with the user/environment. This increases the difficulty of building an
embedded system.

The environment in which the system operates is a rapidly changing one. Several new
antibiotics are available each year. Older antibiotics are phased out as the newer, cheaper
or better ones become available. Our architecture, particularly the decision to keep all of
the knowledge in the rule system eases the problems of dealing with changes in available
antibiotics.

We have been particularly careful in knowledge modelling for the system. We have
avoided the temptation to develop the various classification hierarchies of antibiotics and
organisms and property inheritance mechanisms. While these are clearly being used by
the infectious diseases expert in working out preferred drugs for each organism group,
we believe that modelling this aspect of the decision making will only make the system
more complex and add considerably to the development time without any real increase
in performance or function.

Our immediate goal has been to embed a ‘knowledge added’ system into the current
laboratory environment where there is limited access to the full patient medical record.
There is a move towards more and more automation in hospitals. We expect that most
hospitals will eventually have centralized patient records with access from anywhere in
the hospital. In this scenario, where all data is available to the microbiology laboratory,
the reports would be shorter and more specific. There is also the potential to further

develop our system into a fully interactive system which can be accessed from a terminal
at the bedside.

6 Conclusions

We have described an antibiotic sensitivity testing system which involves both embedded
neural networks and expert systems.

The neural networks are part of a PC based vision system which uses raw pixel data
to determine whether bacteria are growing on an agar test plate. The feed forward
components of the networks are embedded as C programs in the vision system. However
the determination of the network topologies and the weights is performed off line on
hardware better suited to the training of networks. This use of neural nets has enabled
us to achieve satisfactory real time vision performance on a rather slow PC.

The expert systems are used at a number of points in the decision making — growth
determination for some difficult growths, reporting of sensitivities and in the selection
and the advice on the preferred antibiotics. The expert systems are embedded in a C
program by the use of function calls to a backward chaining interpreter and data passing

via a blackboard.

In this application it is not necessary for the users to know about the AI components.
The Al components are simply black boxes which perform certain functions. Any errors
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detected by the user are corrected.

The overall strategy for embedding has been to keep the Al components invisible to
the user and to permit the user to override the system’s decisions when necessary. This
permits a development strategy where the AI components can be inserted into the system
very early on in the development and the amount of human intervention will decrease
as the expertise of the Al components improves. Failure of any of the Al components
results in reversion to the old manual system.

The development approach and embedding strategy has worked well in getting the system
to its current stage of development. The current status of the system is that the vision
and advising components are at the stage of parallel running, but with no real time
link yet to the laboratory computer system. This data communication link is still under
development.

We have not yet encountered any particular problems in deploying the system that are due
to the embedded Al that would not arise in other situations of deploying new technology.

Our work has shown that Al systems can be successfully embedded into the decision
critical area of diagnostic microbiology. There is good reason to believe that similar
“knowledge-added” systems can be embedded in other pathology laboratories using the
principles and methodology we have described.
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