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Abstract

XML is being adopted as a common storage format in scienti ¢ dita repositories, digital
libraries, and on the World Wide Web. Accordingly, there is a need for content-oriented
XML retrieval systems that can e ciently and e ectively sto re, search and retrieve infor-
mation from XML document collections. Unlike traditional i nformation retrieval systems
where whole documents are usually indexed and retrieved asfiormation units, XML re-
trieval systems typically index and retrieve document compnents of varying granularity. To
evaluate the e ectiveness of such systems, test collectian| where relevance assessments are
provided according to an XML-speci ¢ de nition of relevance | are necessary. Such test
collections have been built during four rounds of the INitiative for the Evaluation of XML
Retrieval (INEX).

There are many di erent approaches to XML retrieval, most approaches either extend
full-text information retrieval systems to handle XML retri eval, or use database technologies
that incorporate existing XML standards to handle both XML p resentation and retrieval. We
present ahybrid approachto XML retrieval that combines text information retrieval f eatures
with XML-speci ¢ features found in a native XML database. Results from our experiments
on the INEX 2003 and 2004 test collections demonstrate the wefulness of applying our hybrid
approach to di erent XML retrieval tasks.

A realistic de nition of relevanceis necessary for meaningful comparison of alternative
XML retrieval approaches. The three relevance de nitions used by INEX since 2002 comprise
two relevance dimensions, each based on topical relevancé/e perform an extensive analysis
of the two INEX 2004 and 2005 relevance de nitions, and show hat assessors and users nd
them di cult to understand. We propose a new de nition of rel evance for XML retrieval,
and demonstrate that a relevance scale based on this de nitin is useful for XML retrieval
experiments.



Finding the appropriate approach to evaluate XML retrieval e ectiveness is the subject
of ongoing debate within the XML information retrieval research community. We present an
overview of the evaluation methodologies implemented in tle current INEX metrics, which
reveals that the metrics follow di erent assumptions and measure di erent XML retrieval
behaviours. We propose a nevevaluation metric for XML retrieval and conduct an extensive
analysis of the retrieval performance of simulated runs to Bow what is measured. We compare
the evaluation behaviour obtained with the new metric to the behaviours obtained with two
of the ocial INEX 2005 metrics, and demonstrate that the new metric can be used to
reliably evaluate XML retrieval e ectiveness.

To analyse the e ectiveness of XML retrieval in di erent application scenarios we use
evaluation measures in our new metric to investigate the beaviour of XML retrieval ap-
proaches under the following two scenarios: the ad-hoc reteival scenario, exploring the
activities carried out as part of the INEX 2005 Ad-hoc track; and the multimedia retrieval
scenario, exploring the activities carried out as part of the INEX 2005 Multimedia track. For
both application scenarios we show that, although di erent values for retrieval parameters
are needed to achieve the optimal performance, the desire@xtual or multimedia information
can be e ectively located using a combination of XML retrieval approaches.



Chapter 1

Introduction

The last decade has seen an abundance skmi-structured data become available on the
World Wide Web (WWW) and elsewhere. The information represented by this type of data
has a de nite structure | since it is not only a at-text inform  ation | yetitis in a form that
does not closely t the structured database relational modé. The eXtensible Markup Lan-
guage (XML) [Bray et al., 2004], o cially recommended by the World Wide Web Consortium
(W3C) in 1998, provides a means of including a customised desption of the information
represented by this semi-structured data. XML can be used to tansparently support design
of markup languages for exchange of data in the web-based eteanic commerce environ-
ments, and for description of the logical structure of variaus kinds of documents. However,
the widespread adoption of XML as a common storage format in cienti c data repositories,
digital libraries, and on the WWW, has raised some challengig issues, such as data man-
agement and information retrieval from large and heterogerous XML document collections.
Accordingly, there is a need for systems that can e ciently and e ectively store, access and
retrieve XML content.

Compared to traditional information retrieval, where whol e documents are usually in-
dexed and retrieved as single complete units, information &trieval from XML documents
creates additional retrieval challenges. By exploiting the logical document structure, XML
allows for more focussed retrieval by identifyingelementsrather than documents as answers
to user queries. This is especially true for long documentsrad documents that have context-
rich structures. However, due to the intrinsic hierarchica nature of XML, an XML retrieval
system needs not only to nd the most speci ¢ elements that at the same timeexhaustively
cover a user information need [Chiaramella et al., 1996; Kea et al., 2003], but it also needs
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to determine the appropriate level of answer granularityto return to the user. The overlap
problem of having multiple nested elements, each containing idential textual or multimedia
information, is also shown to have a huge impact on both XML ewaluation and retrieval [Kazai
et al., 2004a; Clarke, 2005]. To evaluate the e ectivenessfoXML retrieval systems, an XML-
speci ¢ de nition of relevance is necessary, which should be capable of meeting conditions
with respect to both the content and the structural informat ion stored in XML documents.
There is an abundance ofmetrics that evaluate the retrieval e ectiveness of XML retrieval
systems. However, these metrics are based on di erent relemce assumptions, incorporate
di erent hypotheses of the expected user behaviour, and imfgment proprietary evaluation
methodologies to handle the overlap problem. This resultsn di erent XML retrieval be-
haviours being measured by di erent metrics [Trotman, 2003.

In this thesis we address several fundamental questions stounding the eld of XML
information retrieval. In particular, we focus on how information retrieval and database
approaches could be combined for e ective XML retrieval; hav relevance should be de ned
in XML retrieval; how the e ectiveness of XML retrieval syst ems should be evaluated; and
how information retrieval from XML document collections can be used in di erent application
scenarios. We also argue that XML retrieval is exible enoudh to be adapted to particular
retrieval tasks or user models, which makes it an important £chnology for current and future
interactive search systems.

1.1 Basic XML retrieval concepts

Depending on the information represented by the contained dta, at least two categories of
XML documents can be distinguished: data-centric, which contain highly structured data
such as that representing the contents of an order, an invoie, or a product catalog; and
document-centric, which contain loosely structured text as in scienti ¢ arti cles or books. In
this thesis, we focus on document-centric XML documents. Figre 1.1 shows an example of
a very small XML document collection that contains just two X ML documents that belong
to the document-centric category. This collection is a toy cdlection used to illustrate the
basic XML retrieval concepts discussed in this section. Thenames of XML elements are
as follows: article , which represents the XML document element;abs, representing the
document abstract; sec and p, representing section and paragraph elementsatl and stl ,
representing document and section titles; andt , which is used to emphasise the appearance
of important terms within the document.



1.1. BASIC XML RETRIEVAL CONCEPTS

<?xml version="1.0"?>
<IDOCTYPE article SYSTEM "jedi.dtd">
<article id="d1">
<atl>The JEDI religion: reality or hype?</atl>
<abs>The ancient Jedi religion and the Force.</abs>
<sec>This is the section about the <it>Force</it>
<stl>The Force</stl>
<p>The Force is all around us.</p>
<p>The Jedi feels the Force flowing through.</p>
</sec>
<sec>And this is the section about <it>Jedi</it>
<stI>The Jedi</stl>
<p>Jedi are brave knights. Jedi are guardians of peace.</p>
</sec>
</article>
(a) jedil.xml

<?xml version="1.0"?>
<IDOCTYPE article SYSTEM "jedi.dtd">
<article id="d2">
<atl>JEDI knights</atl>
<abs>Most famous Jedi knights</abs>
<sec>
<stl>Yoda</stl>
<p>Yoda is a Jedi Master. The Force is very strong with him.</ p>
</sec>
<sec>
<stI>Darth Vader</stl>
<p>There is a disturbance in the Force.</p>
</sec>
</article>
(b) jedi2.xml

Figure 1.1: A very small XML document collection containing just two XML documents.
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<IELEMENT article (atl, abs?, sec+)>
<IATTLIST article id CDATA #REQUIRED>
<I[ELEMENT atl (#PCDATA)>

<I[ELEMENT abs (#PCDATA)>
<IELEMENT sec (#PCDATA|it|stl|p)*>
<IELEMENT stl (#PCDATA)>

<I[ELEMENT p (#PCDATA)>

<I[ELEMENT it (#PCDATA)>

Figure 1.2: A Document Type De nition used to validate the two XML documents shown in
Figure 1.1.

To t a specic application requirement, XML uses a meta-gram mar | usually either
a Document Type De nition (DTD) or an XML Schema [Fallside an d Walmsley, 2006] |
that can specify a certain class which a document belongs to, describing elements that can
appear in documents, the order in which they appear, the numiler, type and value of their
attributes, and other aspects of the document class. An XML dcument is said to bevalid
if it conforms to a DTD. The XML Schema, unlike the DTD, uses XM L syntax to describe
the document class and overcomes some syntactic, structuraand semantic limitations of
the DTD. For most application requirements, however, the castraints enforced in the DTD
are su cient. Figure 1.2 shows a DTD example that can be used b validate the two XML
documents shown in Figure 1.1.

There are manyheterogeneous<ML document collections, where the document structure
in a collection strictly conforms to the rules specied in a sngle DTD. Although di erent
elements residing in di erent XML document collections may have di erent names, these
elements can still be contextually similar in that they may share the same semantics. Ac-
cordingly, two types of query requests are used to retrievenformation from XML document
collections: Content Only (CO) requests, and Content And Structure (CAS) requests. A
CO request ignores the document structure and is often repreented by query languages
that specify plain query terms, optionally including phrases or logical query operators. The
returned answers represent elements of varying granulant estimated asrelevant to the in-
formation need expressed by the request. A CAS request conias references to the document
structure and explicitly speci es the type of the returned answer elements (the target ele-
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ments) and the type of the contained elements of the search cext (the support elements).
Di erent query languages can be used to represent CAS requés These query languages
typically support XPath [Berglund et al., 2005] document navigation capabilities to express
the structural conditions.

Consider the following information need:

Find documents or document components, most probably seotis, discussing the
relationship between the Jedi and the Force

A CO request that could be used to express the above informatio need would be as
follows: Jedi Force . When dealing with CO requests, it would be left to the XML ret rieval
system to determine the appropriate answer granularity andthe extent to which the element
answers will be estimated as useful to the information need.

XQuery [Boag et al., 2006], the current W3C candidate recommendation for a standard
XML query language, takes advantage of the content and the suctural information contained
in XML documents and supports both the data-centric and the document-centric aspects of
XML. With XQuery, the above information need can be expressel as follows.

for $d in document("jedil.xml")//article
let $e := $d//sec[contains(., ‘Jedi Force")]
where exists($e)

return { $e }

XQuery has a su ciently expressive power to represent variaus CAS requests. However,
if no full-text search extensions are used, XQuery follows &trict satisfaction of content and
structural query conditions. Although this is in line with d atabase-oriented query languages
(such as SQL), it however does not allow for a sense afaguenesdo be introduced in the
retrieval task. The above query, for example, will not return any results when searching the
rst XML document shown in Figure 1.1, mainly due to the stric t string comparison rules
implemented in the XPath contains() function. Moreover, the expressive power of XQuery
makes it hard to use.

Recently, the W3C has acknowledged the need for incorporatig full-text search capabil-
ities into XQuery and XPath [Amer-Yahia and Case, 2006; Buxton and Rys, 2003]. The pro-
posals de ne full-text search as an extension to the XQuery/XPath language that \provides
a way to query text which has been tokenized" [Buxton and Rys,2003]. The requirements
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therefore include: word and phrase search, support for stogords and stemming, proximity
search, boolean operators, word normalization, diacritis, and ranking.

The XML information retrieval community follows the docume nt-centric aspect of XML,
and is interested in providing answers to the user queries tht are ranked by decreasing es-
timated likelihood of satisfying the user information need The most commonly used test
collections for modern information retrieval are provided by the annual Text REtrieval Con-
ferences (TREC) [Voorhees and Harman, 2005]. Similarly, most of the esearch activities
surrounding the eld of XML information retrieval have been carried out as part of INEX,
the INitiative for the Evaluation of XML Retrieval.

1.2 INEX

INEX started in 2002 as an international e ort to promote eva luation procedures for content-
oriented XML retrieval. The test collection used by INEX consists of three parts: an XML
document collection, a set of user requests (referred to adNEX topics) required to search
for information stored in this collection, and a set of relexance assessments that correspond
to these topics.

The XML document collection used by INEX until 2006 comprised IEEE Computer So-
ciety research publications, converted in XML format. However, two di erent collection
sizes were used during these four years. More speci cally, aollection comprising 12 107
IEEE Computer Society articles, published in the period betwveen 1997-2002 with approx-
imately 500MB of data, was used in 2002, 2003, and 2004 [Malikt al., 2005]; while an
expanded collection comprising 16 819 IEEE Computer Socigtarticles, published in the pe-
riod between 1997-2004 with approximately 735MB of data, wasised in 2005 [Malik et al.,
2006a]. An XML document in this collection consists of frontmatter (containing title, names
of authors, and abstract), body (containing the document text enclosed in sections, subsec-
tions, or paragraphs), and back-matter (containing bibliography and author information).

Primarily due to its large volume of data and its verbosity, Wikipedia,? the free online
encyclopedia, represents an attractive document collectin for XML retrieval. Indeed, a
recent study has shown that not only could a focussed acces® tWikipedia be useful, but
that this document collection could also be successfully w=d as a test collection for XML
retrieval experiments [Sigurbprnsson et al., 2006]. Moeover, a recent announcement in

Lhttp://inex.is.informatik.uni-duisburg.de/
2www.wikipedia.org
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the Yahoo! search blod suggests that Wikipedia element retrieval could be embrace as
a commercial application by the major web search engines. Amwrdingly, instead of the
IEEE XML document collection, which has been used in di erert sizes in INEX since 2002,
from 2006 the Wikipedia document collection will be used as prt of the o cial INEX test
collection [Denoyer and Gallinari, 2006].

Two types of retrieval topics, CO and CAS, are explored in INEX, which re ect the two
types of query requests used to retrieve information from XM. document collections. From
2004, the Narrowed Extended XPath | (NEXI) query language has been used in INEX to
express the CO and CAS requests [Trotman and Sigurbprnsso, 2005]. For the CAS re-
quests, NEXI was designed to look like, but not quite to behae like, XPath. Some aspects
of XPath were severely limited | by dropping many functions a nd by allowing only the
descendant operator to be used | while new features, such as he about() function, were
additionally introduced in the NEXI language. The most important distinction between the
two languages, however, is the way structural constraintsm a CAS topic are interpreted.
With XPath (and other derivatives, such as XQuery) only stri ct interpretation is considered;
with NEXI, in addition to the strict interpretation, a vague structural interpretation is also
considered, allowing an XML retrieval system to deduce the emantics from the CAS request.
The second interpretation and the inclusion of theabout() function are the two main as-
pects that make the NEXI query language very attractive for the XML information retrieval
community.

An INEX topic consists of the following elds: title orcastitle (or both), description
and narrative . The NEXI query language is used to express the information eed in both
titte  and castitle , where depending on the user request (CAS or CO), referencde the
XML document structure may be either included (castitle ) or not (title ). The INEX 2005
Content Only and Structure (CO+S) topics allowed for struct ural hints to be additionally
included to the plain-term CO requests. Figure 1.3 shows INEX2005 CO+S topic 203, where
the two topic elds | title and castitle | are used to represent the two query interpre-
tations. The rationale behind using the CO+S topics is that, in addition to specifying CO
requests, users should also be allowed to add structural hia to their requests with a hope
that this would result in more precise answers. The usage of &S topics, on the other hand,
is mainly motivated by the need to support more advanced queies that heavily utilise the

%\Going deeper into Wikipedia". Available at: http://www.ysearchblog.c  om/archives/000255.html
“Recently, an alternative query language coined XOR has also been proposed within INEX [Geva et al.,

2006]. Its main goal is to support advanced IR features and natural language queries.
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<inex_topic topic_id="203" query_type="CO+S" ct_no="5" >
<title> code signing verification </title>
<castitle> //sec[about(., code signing verification)] </ castitle>
<description> Find documents or document components, most probably sections,
that describe the approach of code signing and verification
</description>
<narrative> | am working in a company that authenticates a wi de range of web
database applications from different software vendors.
My work mainly focuses on the following two activities: chec king whether the
code that originates from a software vendor is authentic and properly signed,
and checking whether the code has been tampered with since it was signed.
I am looking for documents or document components that descr ibe the approach
of code signing and verification. To be relevant, a document or a document
component must describe the whole process of code signing an d verification,
which means ensuring that programs and program components have been created

by trusted entities (by validating both the digital signatu re and the
corresponding certificate), and that the programs have bee n received without
tampering (by checking the main integrity of the program). D escription of
implementations of various approaches to code signing

(such as Microsoft's Autheticode and Sun's JAR signing) are also relevant.

A document or document component that only describe CRC-typ e integrity check
of received programs will be considered only marginally rel evant.

Relevant information about this topic can probably be found within the section

components of the documents in the collection.
</narrative>
</inex_topic>

Figure 1.3: INEX 2005 CO+S topic 203.
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(presumably known) document structure, so that both the target and the support elements
can be explicitly speci ed [Lalmas and Kazai, 2006].
With NEXI, the information need described in the previous section can be expressed as:

[article//sec[about(., Jedi Force)]

Even with the strict interpretation of the target element ( sec) in the above NEXI query,
the rules implemented in the about() function ensure that elements containing any com-
bination of the two query terms will be returned as answers. t would then be left to the
XML retrieval system to determine the extent to which these sec element answers will be
estimated asrelevant to the underlying information need.

With the vague query interpretation in NEXI, the structural constraints in the query
are only considered to be hints as to where to look for relevananswers, rather than being
considered as strict speci cations. This, in a sense, alloa/the query request to be treated as
a CO request, in which case it would again be left to the XML retieval system to decide on
both the answer granularity and the extent to which the element answers are relevant. For
example, consider the ne-grained document structure shownn Figure 1.1. The semantic
meaning of the element with the nameit is to emphasise the appearance of a particular
term in the document. For the query term Force, an XML retrieval system could retrieve
the /article[1]/sec[1]/it[1] element found in the rst XML document as an element
answer, but it could also retrieve the two containing elemets, /article[1]/sec[1] and
farticle[1] , as additional element answers. Several questions are raid as a result: Which
of the three elements would be greferable answelin satisfying the information need? Which
retrieval methods should be used to determine the extent to which the three elerants are
relevant? More importantly, what is it that makes the three elements to be relevant in
the rst place? Finally, how should we evaluate and reliably compare the XML retrieval
e ectiveness observed for di erent systems?

These questions are all part of the current challenges thatdce the eld of XML informa-
tion retrieval.

1.3 Challenges in XML retrieval

In this thesis, we focus on the following challenges: combing information retrieval and data-
base approaches for e ective XML retrieval; de ning relevance in XML retrieval; evaluating
the e ectiveness of XML retrieval; and using XML retrieval i n di erent application scenarios.
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1.3.1 How can information retrieval and database techniques be combined for
e ective XML retrieval?

Until recently, the need for accessing the XML content has ben addressed di erently by
the database (DB) and the information retrieval (IR) research communities. The DB com-
munity has focussed on developing query languages and e ci@ evaluation algorithms used
primarily for data-centric XML documents. On the other hand, the IR community has fo-
cussed on document-centric XML documents by developing andwaluating techniques for
ranked element retrieval. Recent research trends show thatach community is willing to
adopt the well-established techniques developed by the otheto e ectively retrieve XML
content [Amer-Yahia and Lalmas, 2006].

Most full-text IR systems do not utilise information about th e document structure.
Queries sent to such systems mainly represent a bag of wordand nal answers are usually
presented by descending likelihood of relevance to the infmation need expressed by the
query. However, in most existing IR system implementations the primary unit of retrieval
is a whole document, and retrieval of more speci ¢ document kements is not supported.

A native XML database provides strong support for storing and querying XML docu-
ments, and retrieves elements that strictly match the logial query conditions. However,
these answer elements are (usually) not ranked according ttheir likelihood of relevance.
Information about the XML documents is incorporated in vari ous index structures, allowing
users to query both by document content and by document struture. Accordingly, elements
that belong to particular documents can easily be identi ed, either by the order that they
appear in the document or by certain query terms that they cortain. Most native XML
databases support XQuery | the standard XML query language, while there are some that
additionally support the XQuery and XPath full-text search e xtensions. The TeXQuery lan-
guage [Amer-Yahia et al., 2004] and the TIX bulk-algebra [Al-Khalifa et al., 2003] represent
initiatives that integrate IR techniques into a standard native XML database query evalua-
tion engine, thus attempting to bridge the gap between the IRand the strict DB approaches
to XML retrieval.

To utilise the best features from IR and native DB approachesto XML retrieval, we
propose ahybrid XML retrieval approach. With the hybrid approach, we explore a range
of methods that dynamically identify the appropriate level of answer granularity and rank
the nal answers. We present results of our experiments on tle INEX 2003 and 2004 test
collections, and demonstrate that our hybrid approach yietls e ective XML retrieval.
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1.3.2 What does user and assessor experience suggest about how relevance
should be de ned in XML retrieval?

Relevanceis a key concept in the elds of documentation, information science, and informa-
tion retrieval [Mizzaro, 1997; Saracevic, 1996]. Indeed,te purpose of a retrieval system is
to retrieve units of information estimated as likely to be relevantto a user information need.
To build and evaluate e ective information retrieval syste ms, the concept of relevance needs
to be clearly de ned.

In traditional information retrieval, a binary relevance s cale is often used to assess the
relevance of an information unit (usually a whole document)to a user request (usually a
guery). The relevance value of the information unit is resticted to either zero (when the
unit is not relevant to the request) or one (when the unit is relevant to the request). How-
ever, binary relevance is not deemed to be su cient in XML retrieval, primarily due to the
hierarchical relationships among the units of retrieval [Fwowarski and Lalmas, 2004].

Each year since 2002, a new set of retrieval topics has beenqposed and assessed by
participants in INEX. Analysing the behaviour of assessorswhen judging the relevance
of returned elements may provide insight into possible tremls within the relevance assess-
ments [Kazai et al., 2004b; Piwowarski and Lalmas, 2004]. Arinteractive track was estab-
lished for the rst time in INEX 2004 to investigate the behav iour of userswhen elements of
XML documents (rather than whole documents) are presented a answers [Tombros et al.,
2005a]. The interactive track was run again at INEX 2005, conprising three tasks and two
di erent XML document collections [Larsen et al., 2006a].

From 2003, two relevance dimensions | Exhaustivity and Speci city | have been used
at INEX to measure the extent that an element respectively covers and is focussed onan
information need. In 2003 and 2004, the two INEX relevance dhensions used four grades to
re ect how exhaustive or speci ¢ an element is: \none", \mar ginally”, \fairly", and \highly".

To assess the relevance of an element, the grades from eaclméinsion were combined into a
single 10-point relevance scale. Previous studies have showhat the INEX 2004 relevance
de nition, comprising two dimensions based on topical releiance, is too hard for users to
understand and relate to [Pharo and Nordlie, 2005; Tombros tal., 2005a]; moreover, a
complex relevance scale, such as the INEX 2004 10-point scat®uld lead to an increased level
of obtrusiveness in interactive user environments [Larseret al., 2005]. As a result, the INEX
relevance de nition was changed in 2005, where a highlightig assessment approach was used
to gather the relevance assessments [Lalmas and Piwowarsi005]. Here, threeExhaustivity



14 CHAPTER 1. INTRODUCTION

values were assigned to a relevant element, whil&peci city of the relevant element was
measured on a continuous (1] relevance scale (based on the amount of highlighted text
in the element). Values obtained from the two INEX 2005 relexance dimensions were then
combined to assess the relevance of a retrieved element [Kaizand Lalmas, 2006a].

We present an empirical analysis of the INEX 2004 and 2005 relance de nitions, which
reveals what the experience of assessors and users suggegisut how relevance should be
de ned and measured in XML retrieval. We propose a newtopical-hierarchical relevance
de nition for XML retrieval that is founded on interactive u ser XML retrieval experiments,
and which uses a ve-point nominal scale to assess the relevam of a retrieved element.
The new relevance scale was successfully used in one of theadé tasks of the INEX 2005
Interactive track. We compare the new relevance de nition to both the INEX 2004 and 2005
relevance de nitions, and demonstrate that the grades of tle new relevance scale can easily
be deduced from the amount of highlighted text found in rele\ant elements.

1.3.3 How should the e ectiveness of XML retrieval be evaluated ?

Over the past four years, INEX has been used as an arena to ingéigate the behaviour of
a variety of evaluation metrics. For three years since its bginning in 2002, the inex _eval
metric [Gavert and Kazai, 2003] was the o cial metric used at INEX to evaluate the ef-
fectiveness of XML retrieval systems. For a returned elemet this metric computes the
so-called Precall value, which determines the probability that the retrieved element is rele-
vant [Raghavan et al., 1989]. There are, however, two weakrsses of this metric: rst, the
size of the retrieved element is not taken into account durirg evaluation; and second, the
level of overlap | both among the retrieved elements and among the relevant elements found
for an INEX topic | is not considered, resulting in possibly i naccurate and misleading eval-
uation results [Kazai et al., 2004a]. To cater for some of thee problems, theinex _eval _ng
metric was proposed as an alternative INEX evaluation metrt [Gavert et al., 2003b]. This
metric considers the size and the level of overlap among theetrieved elements, however it
too has several shortcomings: rst, it is not easy to interpret; second, it assumes that rele-
vant information is uniformly distributed in the element; a nd last, it treats the two relevance
dimensions in isolation by producing separate evaluation cores.

From 2005, the eXtended Cumulated Gain KC@ metrics were adopted as o cial INEX
metrics [Kazai and Lalmas, 2005], which are extensions of # cumulated gain metrics ini-
tially used for document retrieval [Jarvelin and Kekal inen, 2002]. The XCGmetrics rely
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heavily on di erent combinations of relevance grades from he two INEX 2005 relevance
dimensions. These combinations are shown to be dicult to interpret by assessors, which
in turn questions the validity of the reported evaluation results [Trotman, 2005]. Further-
more, when considering the level of overlap among retrieveglements, the XCGmnetrics use
a somewhat ad-hoc methodology in constructing the so-calleddeal recall-base[Kazai and
Lalmas, 2006a]. Here, a dependency normalisation functiors used to adjust the descendant
scores of the ideal elements. To date, critical analysis hasot been performed to determine
whether the reliance on these or alternative choices has a giive or negative impact on XML
retrieval evaluation. The EPRUM metric, which was also usedas an alternative evaluation
metric at INEX 2005 [Piwowarski, 2006], extends the traditional de nitions of precision and
recall to model a variety of user behaviours. However, more etailed investigation into the
behavioural parameters of this metric is needed before it aareliably be applied to XML
retrieval evaluation.

We contend that the purpose of an XML retrieval system is to identify and retrieve
elements that contain as much relevant information as possiblewhile minimising the amount
of non-relevant information retrieved. To measure the extent to which an XML retrieval
system returns relevant information, we propose a new evalation metric for XML retrieval |
which we refer to asHiXEval | that only considers the amount of highlighted relevant tex tin
the element (its Speci city value), without also considering the extent to which that element
is relevant (its Exhaustivity value). We test the delity of the new metric by conducting an
extensive analysis of the XML retrieval performance of simlated runs. We test the reliability
of the new metric by performing a comparative analysis betwen the evaluation behaviour
obtained with measures in the new metric and the behaviour otained with measures in two
of the o cial INEX 2005 metrics.

1.3.4 How e ective is XML retrieval in di erent application scenarios ?

Arguably, the biggest challenge in XML retrieval lies in the need of identifying appropri-
ate applications that take advantage of element (as opposed to document) reteval. To
investigate whether and how XML retrieval could be applied in a variety of application sce-
narios, di erent research tracks have been included as parbf INEX since 2004. In addition
to the research activities carried out in the main ad-hoc track [Lalmas and Kazai, 2006],
applications of XML retrieval have also been investigated n the following INEX tracks: in-
teractive [Tombros et al., 2005a; Larsen et al., 2006a], reance feedback [Crouch, 2006],
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multimedia [van Zwol et al., 2006], heterogeneous [Szhk and Relleke, 2005], natural lan-
guage processing [Geva and Woodley, 2006], document minifgercoustre et al., 2006], and
more recently, the user-case studies track and the XML entityranking track. In this thesis,
we focus on research activities carried out in the INEX 2005 d-hoc and multimedia tracks.

INEX 2005 Ad-hoc track

The ad-hoctrack is the main track used in INEX every year since 2002. It nodels adigital
library application scenario, where information residing in a staic set of XML documents
is searched using a new set of retrieval topics. Three XML rateval sub-tasks were de ned
within the INEX 2005 Ad-hoc track: the CO, the +S, and the CAS sub-task, re ecting
the three ways of articulating the user information need in the CO+S and CAS topics.
Three XML retrieval tasks (called strategieg were explored in both the CO and the +S
sub-tasks: Thorough, Focussed, and FetchBrowse, which model di erent aspects of XML
retrieval [Lalmas, 2005]. The three strategies follow di erent assumptions about the way
results are presented to users, and the way the user behavious modelled. For example,
in both the Thorough and the Focussed strategies a linear presentation of element answers
is assumed, where elements are ranked in descending order thieir estimated relevance
scores. In both strategies users are expected to view the na@s list in a top-down fashion,
by reading elements one after another. The only dierence bwveen the two strategies is
that all the relevant and overlapping elements are allowed b be retrieved in the Thorough
strategy, whereas in theFocussed strategy it is assumed that users do not like overlapping
elements to be retrieved, and that they would also prefer to se more specic over less
speci ¢ elements (if estimated as equally relevant). A di erent answer presentation is followed
for the FetchBrowse strategy, where element answers are rst grouped by their cotaining
documents, and then ranked in descending order of their rel@nce scores. Two distinct
models of user behaviour are assumed for this strategy, whereach model re ects the choice
of whether overlapping element answers are allowed to be raeved or not.

Since 2003, there has been much debate among the INEX partjgants over how to inter-
pret the structure component of a CAS topic. At INEX 2003 and 2004 there were two inter-
pretations: SCAS, which allows for a strict interpretation of the target element (INEX 2003);
and VCAS, which allows for the target element to be interpreted vaguely (INEX 2004).
However, none of these interpretations considered how thsupport elements of the CAS topic
should be interpreted. Consequently, four retrieval strategies were explored in the INEX 2005
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CAS sub-task: S§ SV, VS and VV, which correspond to the way target and support elements
are interpreted [Lalmas, 2005]. The four notations are exmined as follows: SSrepresents
a strict interpretation of both the target (the rst letter) and the support (the second let-
ter) elements; with VS the target element is taken to be vague, but the support elemants

are strictly interpreted; with SV, the target element is strictly interpreted, but the support

elements are taken to represent any elements; and witvV, both the target and the support

elements are taken to be vague.

Trotman and Lalmas [2006a] performed an extensive analysisf the performance of all
the runs submitted to the INEX 2005 CAS sub-task, which reveakd that those retrieval
strategies that share the same interpretation of the targetelement correlate. Their ndings
have therefore justi ed the usage of the two CAS interpretations in the previous two years
of INEX.

INEX 2005 Multimedia track

In a large document collection, it is common to nd multimedi a elements such as images,
audio, and video. Describing these multimedia elements in astandard way, such as when
using XML to describe the data in a structured manner, is benecial as it can assist the
retrieval process. The INEX 2005 Multimedia (MM) track was established with the aim of
retrieving relevant XML elements containing various types of multimedia, of which only text
and images were used [van Zwol et al., 2006].

The INEX 2005 MM retrieval task focussed on identifying and retrieving element answers
containing a combination of text and images. TheWorldGuide collection | referred to as the
Lonely Planet collection in the MM track | was utilised, whic h was provided by the Lonely
Planet organisation.> As part of the initial task, the INEX 2005 MM track participan ts
were asked to propose several MM topics that might representypical information needs
expressed by users of this collection. The XML retrieval syems, used by the MM track
participants, were then required to interpret these MM topics in a strict (S fashion. In its
rst exploratory year, the track has successfully managed b test di erent retrieval strategies
that combine content-based text and image techniques that eectively retrieve the multimedia
content stored in the Lonely Planet XML document collection [van Zwol et al., 2006].

Shttp://mww.lonelyplanet.com/
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In this thesis, we use measures in théliXEval evaluation metric to evaluate the e ective-
ness of di erent XML retrieval approaches when two distinct scenariosof XML retrieval are
taken into consideration: the ad-hoc retrieval scenario, which simulates a text retrieval sce-
nario as often used in digital libraries; and the multimedia retrieval scenario, which requires
retrieval of multimedia in addition to the textual content. For the ad-hoc retrieval scenario,
we show that the choice for optimal retrieval parameters degnds on the CO retrieval strat-
egy and the way CAS topics are interpreted. For the multimedi retrieval scenario, we show
that better XML retrieval performance is achieved when content-based image retrieval is
used in conjunction with content-based XML retrieval, rather than when either of these two
approaches is used in isolation.

1.4 Thesis structure

In addressing the research questions raised in Section 1.8/e have organised this thesis as
follows.

In Chapter 2 we provide an overview of the current state-of-theart in XML information
retrieval. We discuss existing approaches to XML retrieval and explain how the full-text
information retrieval approach and the native XML database approach can directly be applied
to XML retrieval. We also describe common approaches that sore elements, identify the
appropriate element granularity, and control overlap in XM L retrieval (a similarity framework
that can be used to theoretically model most of these approdtes is described in Appendix A).
We then provide an overview of di erent relevance de nitions used in information retrieval,
where we particularly focus on the three INEX relevance de ritions. Furthermore, we list
and describe the current INEX evaluation metrics, and explan how the performances of
di erent systems are compared and measured in XML retrieval The common assumptions
that underline the evaluation methodologies in these metrcs are also listed, along with the
tests used to check signi cance, delity, and reliability of the reported evaluation results.
Last, we analyse ndings from various research contributins that attempt to address many
of the current methodological issues in XML retrieval.

In Chapter 3, we present our hybrid approach to XML retrieval that combines text
information retrieval features with XML-speci c features f ound in a native XML database.
With the hybrid approach, we explore a range of methods that d/namically identify the
appropriate level of answer granularity and rank the nal answers. We present results of
our experiments on the CO and CAS topics of INEX 2003 and 2004 dst collections, and
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demonstrate the usefulness of applying our hybrid approacho various XML retrieval tasks.

In Chapter 4 we revisit the de nition of relevance in the context of XML retrieval by
performing an extensive analysis of the INEX 2004 and 2005 fevance de nitions. We present
a new relevance de nition for XML retrieval, which comprises two relevance dimensions
respectively based ontopical relevance and on thehierarchical relationships among XML
elements. The new topical-hierarchical relevance is foundkeon empirical results obtained
from interactive XML retrieval experiments, and uses a ve-graded nominal scale to assess
the relevance of a retrieved element. Our comparison of theew ve-graded relevance scale to
each of the two INEX 2004 and 2005 relevance scales shows thatpirical mappings between
them can easily be established, and that the optimal mapping do indeed validate the usage
of the new relevance scale in XML retrieval. In Appendix B we gesent an analysis of the
user attitude towards retrieving overlapping answer elemats, which was investigated as part
of our participation in the INEX 2004 Interactive track.

In Chapter 5 we propose a new evaluation metric for XML retrieval that extends the
traditional de nitions of precision and recall to include t he knowledge obtained from the
INEX 2005 highlighting assessment task. We demonstrate thathe new metric meets all
the requirements needed for an unbiased XML retrieval evalation, and show that | given
the strong correlation of rank orderings obtained by its meaures to the orderings obtained
by measures in two XCGmetrics, and its high reliability at distinguishing between di erent
retrieval runs | it can be con dently used to evaluate XML ret rieval e ectiveness.

In Chapter 6 we use our new metric to evaluate the e ectivenes of di erent XML retrieval
approaches, when two distinctscenarios of XML retrieval are taken into consideration: the
ad-hoc retrieval scenario, exploring the activities carried out as part of the INEX 2005 Ad-
hoc track; and the multimedia retrieval scenario, exploring the activities carried out as part
of the INEX 2005 Multimedia track. In the ad-hoc retrieval scenario, we investigate the
retrieval performance of our hybrid XML retrieval approach that combines three similarity
measures, with two algorithms for identifying the appropriate answer granularity, and two
XML-speci ¢ heuristics to rank the element answers. We show hat di erent values for
retrieval parameters in our hybrid approach are needed to agieve the optimal performance
under the ad-hoc retrieval scenario. In the multimedia retrieval scenario, we investigate the
retrieval performance of our approach of combining evidene from a content-oriented XML
retrieval system and a content-based image retrieval systemWe show that the desired textual
or multimedia information can be e ectively retrieved by using our data fusion XML retrieval
techniques in the multimedia retrieval scenario. In Appendx C we present a comparison
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of evaluation results obtained with measures from our new miic to those obtained with
measures from the o cial metric used in the INEX 2005 MM track .
Finally, we summarise the conclusions of this thesis in Chagr 7 and provide an outlook

for future research.



Chapter 2

XML Information Retrieval

Information retrieval (IR) traditionally focuses on ident ifying documentsthat are estimated
to be relevant to an information need, typically expressed by a user in the form of aquery
request The granularity of answers in this case is xed | indeed, who le documents are
usually returned as answers to the user request. XML inform#on retrieval, on the other
hand, di ers from traditional IR in that elementsrather than documents are units of retrieval,
and that a varying granularity of answers can be returned in response to a reqse

The common underlying principle of the above comparison is lte level at which the user
request is dealt with. Mizzaro [1997] discusses four poss@levels: problem information need,
request or query. The problem relates to the actual problem that a user is faced with, and
for which information is needed to help solve it. The user maynot be fully aware of the
actual problem; instead, in their minds they perceive it by forming a mental image. This
mental image in fact represents theinformation need. Requestis a way of communicating
the information need to others by specifying it in a natural language. For the requestto be
recognised by a retrieval system, it needs to be representeldy a query. The query usually
consists of a set of terms, optionally including phrases ordgical query operators.

It is the query languageused to express the user request that mainly distinguishesradi-
tional IR from XML IR. Traditional IR query languages usuall y express Content Only (CO)
requests, which do not include any structurally-related information and only specify plain
query terms. XML IR, however, allows for query languages tha in addition to the CO re-
quests also support Content And Structure (CAS) requests. These requests explicitly specify
the type of the returned answer elements (the target elementand the type of the contained
elements of the search context (the support elements).
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In this chapter we provide an overview of the current state-ofthe-art in XML information
retrieval. In Section 2.1 we present a brief description of gery languages for XML retrieval,
and categorise approaches that use these query languagesdcore elements in XML retrieval.
In Section 2.2 we provide an overview of di erent relevance @ nitions used in information
retrieval, with a particular focus on the three INEX relevance de nitions. In Section 2.3 we
describe current evaluation metrics for XML retrieval, and discuss tests that can be used to
check delity, reliability, and signi cance of reported ev aluation results. Finally, in Section 2.4
we review various contributions that attempt to address mary of the methodological issues
surrounding the eld of XML retrieval.

2.1 XML retrieval approaches

Common approaches to XML retrieval either extend well-knownfull-text IR systems to han-
dle XML retrieval, or represent XML-speci ¢ database approaches that incorporate XML
standards, such as XPath [Berglund et al., 2005], XSL [Adleret al., 2001] or XQuery [Boag
et al., 2006], to handle both XML presentation and retrieval [Gevert and Kazai, 2003]. In
this section, we rst present a brief description of the query languages most commonly used
in XML retrieval. We then describe full-text IR and native XML database approaches, and
show how they can both be applied without any extensions to XM. retrieval. Last, we list
and categorise some of the current approaches to scoring elents in XML retrieval, and dis-
cuss common approaches to identifying the appropriate anser granularity and controlling
overlap in XML retrieval.

2.1.1 Query languages

Many query languages have been proposed for XML retrieval,anging from languages con-
taining only plain query terms to languages that combine tem proximity with complex
structural conditions. The query languages also di er on their level of expressiveness [Botev
et al., 2006]. Amer-Yahia and Lalmas [2006] classify the eximg XML query languages in
the following four categories, which di er according to the extent to which the document
structure is used in their queries.

1. Term-only query languages. The XML query languages in this category a similar
to the plain text query languages used in traditional IR, except that elements (instead
of documents) are required to be returned as answers. Examgs of XML retrieval
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approaches that use these query languages are XRANK [Guo etl.a2003] and XK-

SEARCH [Xu and Papakonstantinou, 2005]. Term-only queries lave also been used to
represent CO query requests in the nearest-concept querieS¢hmidt et al., 2001] and

NEXI [Trotman and Sigurbprnsson, 2005], the o cial INEX g uery language.

2. Tag-and-term  query languages. The XML query languages in this category &bw
tags to be annotated to the plain terms in their queries. An XML retrieval approach
that uses such query language is XSEARCH [Cohen et al., 2003]in addition to the
strict tag interpretation, XSEARCH also allows for semantically-related tags to be
considered in the query results. For example, the querysec:Jedi Force explicitly
asks that either or both of the query terms Jedi and Force be found in sec or other
semantically-related elements.

3. Path-and-term  query languages. The XML query languages in this category wes
explicit XPath structural conditions in their queries. Exa mples of XML retrieval ap-
proaches that use these query languages include XIRQL [Fuhand Gro johann, 2001]
and XXL [Theobald and Weikum, 2002]. As discussed earlier, RXI also uses a variant
of a Path-and-term query language to represent CAS query requss.

4. XQuery-and-term  query languages. The XML query languages in this category &
XQuery | the standard W3C XML query language | and additional ly allow for a
range of full-text predicates to be combined. This introduces a sense of vagueness in
the otherwise strict content and structural interpretatio n of XQuery. Examples include
the schema-free XQuery [Li et al., 2004] and TeXQuery [Amer-Yaia et al., 2004]. The
latter query language, for example, adds proximity distane and stemming full-text
predicates to XQuery.

We now provide descriptions of two approaches | full-text inf ormation retrieval and
native XML database | and show how they can be directly applie d to XML retrieval.

2.1.2 FRull-text information retrieval approaches

A full-text IR approach, when directly applied to XML retriev al, does not utilise any infor-
mation about the XML document structure. Queries used by this approach are Term-only
gueries, which mainly contain a bag of words. To evaluate a gery, an e cient inverted
index structure is usually utilised [Witten et al., 1999]. Final answers are whole documents,
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usually presented by descending likelihood of relevance tthe information need expressed by
the query. Most existing full-text IR implementations do not support indexing and retrieving
of more speci ¢ document elements.

Two main types of Term-only queries are typically used by a ful-text IR approach:
Boolean queries andranked queries. Boolean queries will be covered in more detail latewith
the native XML database approaches. Ranked queries are quigs often used in many search
scenarios on the World Wide Web and elsewhere. An example of eanked query is Jedi
Force'. Although no Boolean operators are used, most IR systems imlicitly connect the
query terms so that answer documents contain either all (AND or any (OR) of the query
terms.

The similarity of a document to a ranked query, denoted asSq.q, indicates how closely
the content of the document matches that of the query. To calalate the query-document
similarity, statistical information about the distributi on of the query terms | within both
the document and the collection as a whole | is often necessay. Following the notation
and de nitions of Zobel and Mo at [1998], we de ne the basic term statistics for document
retrieval as:

g, a query;

t, a query term;

d, a document;

Np, the number of all the documents in the collection;
For each term t:

{ fa., the frequency oft in document d;

{ Np,, the number of documents containing the termt (irrespective of the term
frequency in each document); and

{ fq;, the frequency oft in query q.
For each documentd:

{ fq=jdj, the total number of term occurrences ind.
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For the query q:

{ fq=iq, the total number of term occurrences ing.
We also denote the following sets:

D , the set of all the documents in the collection;
D ¢, the set of documents containing termt;
T 4, the set of distinct terms in the document d;

T g, the set of distinct terms in the query, and Tg.g = Tg\ T g.

Many similarity measures for document retrieval have been poposed, and most of them
implement one of the three major information retrieval modes: the vector-space modelthe
probabilistic model and the language model[Salton et al., 1975; Baeza-Yates and Ribeiro-
Neto, 1999; Croft and La erty, 2003].

In the vector-space model, both the document and the query argepresentations ofn-
dimensional vectors, wheren is the number of unique terms observed in the document col-
lection. The best-known technique for computing similarity under the vector-space model
is the cosine measure, where the similarity between a documeand the query is computed
as the cosine of the angle between their vectors. For examplé¢he pivoted cosine similarity
measure [Singhal et al., 1996] is represented as follows:

X
! (L+Infg) In 1+ No
N,

t2T gqa

(2.1)

In the above equation, Wp represents the pivoted document length normalisation:

Wy
Wp= (1:0 s)+ s
0= (10 9+s e

Here, the parameters represents theslope which takes values in the range 0 to 1 [Singhal
et al., 1996], andWgy and W, are the document length (usually taken asf 4) and the average
document length (over all documents inD), respectively.

Wy is the query length representation, which is calculated asdillows:
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Probabilistic models of information retrieval are based onthe principle that documents
should be ranked according to the decreasing probability otheir relevance to the user in-
formation need. The Okapi BM25 probabilistic model, develped by Sparck Jones, Walker,
and Robertson [2000], is an example of a probabilistic modehat has been demonstrated as
highly successful in a wide range of IR experiments. It is repesented as follows:

X (ki +1) fgr (ks+1) fgu
Wi

Sqd =
tZTq;d

In the above equation, w; is a representation of the inverse document frequency, uslig

taken as:
Np NDt +0:5

=In
W Np, +0:5

The variable K is calculated as:

b W,
K=k (1 B+ 1 d

Constants k1, b and k3 take typical values in the range 1.0 to 2.0, 0.35 to 0.75, and a
very large number (e ectively in nite), respectively [Spa rck Jones et al., 2000].W4 and Wa
represent the document length and the average document lenig.

Language models are probability distributions that aim to capture the statistical regulari-
ties of natural language use. In information retrieval, language modelling involves estimating
the likelihood that both the document and the query are geneated by the same language
model. Approaches that use language modelling in IR includehe multinomial language
model [Hiemstra, 2001] and the query likelihood approach wh Dirichlet smoothing [Zhai
and La erty, 2004]. The latter approach is represented as fdows:

X

t2T g.q

ND fd;t +

1 2.3
N 23)

In the above equation, is a smoothing parameter which typically takes values in the
range 1 to 5000 [Zhai and La erty, 2004], and 4= = ( + fy).

Regardless of the similarity measure used, a selected numbef documents (initially up
to 10), sorted in descending order by their relevance scoreare retrieved as a response to the
user query. For example, Table 2.1 shows a ranked list of doecuent answers for the query
‘Jedi Force ', generated from the two XML documents shown in Figure 1.1. The score
values shown in the last column are calculated with the pivoed cosine similarity measure
(Equation 2.1). These values indicate that, when a full-text IR approach is directly applied
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Document (id) Element answer Rank Score

Ranked query: 'Jedi Force'
jedil (d1) /article[1] 1 3.7418
jedi2 (d2) [article[1] 2 2.7069

Table 2.1: List of documents obtained for a ranked query ustpa full-text IR approach. The
document answers are generated from the two XML documents sia in Figure 1.1, and are
presented in an XPath notation.

to XML retrieval, document answers estimated as most usefulto the query can indeed be
identi ed early in the retrieval process. However, most ful-text IR systems only retrieve
full documents and are not capable of also retrieving docum@ elements| such as p or
sec | that could allow for more focussed access to the contained relevant imfmation.

2.1.3 Native XML database approaches

Native XML databases provide strong support for storing and querying XML documents.

Information about the XML documents is usually incorporated in various index structures,
allowing users to query both by document content and by docunent structure. Queries used
by native XML database approaches represent either Path-anderm or XQuery-and-term

gueries (or both). However, answer elements of most native ML databases are usually not
ranked according to their likelihood of relevance.

Boolean queries | containing a combination of Boolean logic operators OR, AND, and
NOT | are typically used by native XML databases to determine which elements should be
retrieved in response to the query. The XPathcontains() function is often used to support
string comparisons in these queries. For example, the XPatlyuery:

/[*[contains(., 'Jedi") and contains(., 'Force’)]
represents an AND Boolean query, asking that elements coniaing both query terms should
be retrieved. The following query represents an OR query:

/[*[contains(., 'Jedi") or contains(., 'Force"]

The Kleene-star operator (), used as a target element in the above queries, instructs
the native XML database to retrieve elements at di erent granularity levels that satisfy both
the textual and the logical query conditions. However, to sipport e cient query evaluation
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this operator is usually implemented such that only textual (leaf) elements are retrieved
by the database. For example, Table 2.2 respectively showsamo answer lists of matching
elements for the two AND and OR Boolean queries, obtained whe using the eXist native

XML database [Meier, 2003]. We observe that no score valuesdve been calculated for
these matching elements, which are grouped by their contaiimg document and sorted in
document order. The documents are assumed equally likely tbe relevant to the query, and
they are presented in increasing order of their document ideti ers assigned during indexing.

Table 2.2 also shows that, when there is an unspeci ed targeelement in the query (by using
the Kleene-star operator), element answers returned by the Xist native XML database are

the most speci ¢ (leaf) textual elements.

Due to the hierarchical relationships among the elements iran XML document, the same
textual information is often contained by one or more elemets. Thus, one of the biggest
XML retrieval challenges is determining the appropriate level of elementgranularity (that is,
determining which elements are preferable units of retrieal). To determine the appropriate
element granularity, many XML retrieval systems follow the concept of the Lowest Common
Ancestor (LCA). LCA is the most speci ¢ ancestor element containing most (or all) of the
distinct query terms that may otherwise be distributed among its descendants. For example,
the LCAs generated for the OR Boolean query are the elementgdted in the last four rows
in Table 2.2. Variations of the LCA concept include meaninglul LCAs [Li et al., 2004] and
statically-de ned index objects [Fuhr and Gro johann, 2001].

The LCA concept helps inidentifying the preferred granularity of element answers. How-
ever, as shown in Table 2.2, the native XML database approaabs typically do not rank these
LCA elements in decreasing order of their estimated relevace scores. Retrieving and ranking
elements at di erent granularity levels may, therefore, produce redundant information, since
a user may have already seen the same information by inspeaty elements residing higher in
the list. This challenge has been referred to ashe overlap problem and is shown to have a
huge impact on both the XML evaluation and retrieval [Kazai et al., 2004a; Clarke, 2005].

2.1.4 Scoring approaches

In this subsection, we discuss approaches commonly used to@e elements, identify the ap-
propriate element granularity, and control overlap in XML r etrieval. The scoring approaches
are categorised according to the information retrieval moel or the database techniques used
for retrieval. A similarity framework that can be used to the oretically model most of the
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Document (id) Element answer (XPath notation) Position Score

AND query: //*[contains(., 'Jedi’) and contains(., 'Force")]

jedil (d1) /article[1])/abs[1] 1 |
jedil (d1) larticle[1]/sec[1]/p[2] 2 |
jedi2 (d2) /article[1]/sec[1]/p[1] 3 |
OR query: /[*[contains(., 'Jedi’) or contains(., 'Force")]
jedil (d1) [article[1]/atI[1] 1 |
jedil (d1) [article[1]/abs[1] 2 |
jedil (d1) larticle[1])/sec[1]/it[1] 3 |
jedil (d1) [article[1]/sec[1]/stl[1] 4 |
jedil (d1) /article[1]/sec[1]/p[1] 5 |
jedil (d1) larticle[1]/sec[1]/p[2] 6 |
jedil (d1) [article[1]/sec[2]/it[1] 7 |
jedil (d1) /article[1]/sec[2]/stl[1] 8 |
jedil (d1) larticle[1]/sec[2]/p[1] 9 |
jedi2 (d2) /article[1]/atl[1] 10 |
jedi2 (d2) [article[1]/abs[1] 11 |
jedi2 (d2) [article[1]/sec[1]/p[1] 12 |
jedi2 (d2) /article[1]/sec[2]/p[1] 13 |
LCAs generated for the OR query
jedil (d1) [article[1] 1 |
jedil (d1) /article[1]/sec[1] 2 |
jedil (d1) larticle[1]/sec[2] 3 |
jedi2 (d2) [article[1] 4 |

Table 2.2: List of matching and LCA elements for two Boolean geries using a native XML
database approach. The element answers are generated frohettwo XML documents shown
in Figure 1.1, and are presented in an XPath notation.
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scoring approaches presented here is described in Appendix

Approaches extending the vector space model

Schlieder and Meuss [2002] present an XML retrieval approdcthat adopts a similarity mea-
sure based on the vector space model, incorporates the docemt structure, and furthermore
supports structured queries. Their s-term ranking model is based on the tree matching for-
malism, representing both queries and XML elements as labkdd trees. Weigel et al. [2005]
extend the s-term ranking model with additional data structures and algorithms to support
more e ective as well as more e cient XML retrieval.

Grabs and Schek [2002] argue that even a single XML document ay have very het-
erogeneous content, containing many di erent parts, or so-alled categories They present
a theoretical model for exible XML retrieval that generate s the ranking term statistics
on-the- y and incorporates single-category, multi-category and nested retrieval.

Carmel et al. [2003] also discuss a variation of extending th vector space model to XML
retrieval. To express queries, they use the concept of XMlfragments, which are similar to the
previously introduced categories. However, in addition tousing a measure for determining
the content similarity between the fragments found in the document and the query, they
also introduce a measure obtructure similarity. This measure allows for element answers to
be additionally weighted according to the extent to which they are structurally similar to
the query. They propose several heuristic functions, and ealuate their performance on the
INEX 2002 test collection.

Crouch et al. [2004; 2005] apply theextendedvector space model to XML retrieval. In
this model, an XML document vector comprises a set of sub-vectrs, where each sub-vector
represents a di erent concept class. To calculate the simdrity between an extended (doc-
ument) vector and a query, a linear combination of similarities between the corresponding
sub-vectors is used. Recently, they have also included an adt@bnal retrieval module that is
capable of dynamically generating the element term weight§Crouch et al., 2006].

Mass and Mandelbrod [2004] also extend the vector space mdde handle XML retrieval
at element level. They argue that the element scores calcutad using the vector space model
may be distorted, since the occurrences of a query term acregshe XML document collection
are inappropriately calculated. Accordingly, on the basisof a training data set they rst
statically de ne the granularity of answer elements, and create a separate index for elements
with a (previously determined) quali ed name. The query is then submitted in parallel to
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each index, and after element scores for each index are noriiged, the results are nally
merged into a single list of ranked elements. To compensateof the missing term statistics
in each index, they extend this work by introducing a documern pivot by which the element
scores obtained from each index can be adjusted [Mass and Mdelbrod, 2005].

Approaches extending the probabilistic model

Wol et al. [2000] introduce the concept of structural roles, referring to di erent elements that
share the same semantics. To rank the nal element answershey extend the probabilistic
model of information retrieval by incorporating the knowledge of these structural roles. The
roles are statically de ned, and chosen mainly from the qualed names of the contained
elements. The concept of structural roles has also been impimented in the \out of the box"
SearX search engine [Florke, 2004].

The Hypermedia Retrieval Engine for XML (HyREX) [Gevert et al., 2003a] provides an
implementation of the XIRQL query language [Fuhr and Gro jo hann, 2001], which is based on
probabilistic principles. To retrieve the most speci ¢ document elements likely to be relevant
to a query, disjoint index objects are rst identied by manu ally analysing the document
schema. For relevance-oriented search, an augmentation faw is used to downweight the
weights of index terms calculated for the most speci ¢ indexobjects when those terms are
propagated upwards to the higher-level objects.

Lu et al. [2006] present an XML indexing and retrieval systembased on the Okapi-BM25
similarity measure [Robertson and Walker, 1999]. They extad Robertson's eld-weighted
BM25F measure | as originally applied to document retrieval [Robertson et al., 2004] | and
apply the so-called BM25E measure to element retrieval. In adition to scoring an element by
its contained query terms, they also use a linear combinatin of weights for term frequencies
found in descendant elements in constructing the nal elemat score.

Trotman and O'Keefe [2004] present a method of indexing andesarching XML documents
that is speci cally adapted to element retrieval. A proprie tary corpus-tree structure is rst
used to retrieve and rank whole documents using the Okapi BM2 similarity measure. Likely
relevant elements are then extracted from these documentdyy using the notion of \coverage"
(the number of distinct query terms contained by the elemen).

Approaches extending the language model

Hiemstra [2003] presents one of the earliest approaches tatending the traditional language



32 CHAPTER 2. XML INFORMATION RETRIEVAL

model to XML retrieval. Advanced statistical language moddling constructs, such as priors,
mixtures, and translation models, are implemented in an exgrimental XML retrieval system,

and are shown to e ectively model intelligent information retrieval from XML document

collections.

Ogilvie and Callan [2004] present a language modelling appach for ranking elements
using CO queries against an XML document collection. A geneative language model is
used to estimate probabilities that arbitrary elements have generated the query. They also
describe storage mechanisms and retrieval algorithms used e ciently evaluate CO queries.

Abolhassani et al. [2004] follow a non-parametric language odel that adopts the Diver-
gence From Randomness (DFR) approach. To derive the term wehts, the divergence of the
actual term distribution from that obtained under a random p rocess is measured. For CO
queries, the above model is extended by an additional factothat considers the structural
relationships among retrieved elements.

Sigurbjrnsson et al. [2004] use an XML retrieval approachthat implements a multinomial
language model with Jelinek-Mercer smoothing. To rank docurent elements, a language
model for each element is rst estimated. An element index isconstructed, where text
appearing in an element is indexed both as part of that elemetnand as part of all its ancestor
elements. This index is then used to nd the appropriate units of XML retrieval and to mix
evidence from several hierarchical document levels. Usinthe multinomial language model,
they additionally investigate the impact of length normali sation to XML retrieval [Kamps
et al., 2004].

Database and other related approaches

Most XML databases implement e cient storage and querying mechanisms over XML doc-
uments and (usually) retrieve elements that strictly match the logical query conditions.
Most have also implemented a support for XQuery. Recently, he World Wide Web Con-
sortium has acknowledged the need for incorporating full-t&t search and ranking capabil-
ities into XQuery [Amer-Yahia and Case, 2006; Buxton and Rys,2003]. The TeXQuery
language [Amer-Yahia et al., 2004], implemented in Quark and Galatex,? and the TIX bulk-

algebra [Al-Khalifa et al., 2003], implemented in Timber,? represent initiatives aiming at
integrating information retrieval techniques into the standard XML database query evalua-

Lhttp://www.cs.cornell.edu/database/quark/
2http:/lwww.galaxquery.com/galatex/
3http://www.eecs.umich.edu/db/timber/
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tion engine. TeXQuery speci es a bi-directional mapping betveen the XQuery data model
and its formal data model. Two additional TeXQuery expressons enable users to express
full-text search queries and to additionally rank the elemen answers. The TIX algebra, on
the other hand, is based on the notion of a \scored tree", whib represents a rooted tree where
each element incorporates at least two attributes, indicaing its quali ed name and relevance
score. Additional operators manipulate the scored data tres in an information retrieval
fashion: by enabling retrieval of elements after satisfyig the requirements for the score or
the rank position, and by specifying the way of selecting themost appropriate among all the
likely relevant elements. The TeXQuery language and the TIXalgebra attempt to bridge the
gap between the information retrieval and the strict database approaches to XML retrieval.
The two retrieval concepts have also been demonstrated in fly functional prototypes [Botev
et al., 2004; Yu et al., 2003].

The TIJAH system [List et al., 2005] is another notable appraach that integrates informa-
tion retrieval methods in an XML database. A standard database architecture is followed by
carefully separating the conceptual, logical, and physichlevels. At the conceptual level, dif-
ferent query patterns are used to map the NEXI queries into coresponding query execution
strategies, where the language modelling approach to infanation retrieval is used to support
the NEXI about() function. The score region algebra is exploited for query pocessing at the
logical level, where various region operators are used to lget and manipulate XML elements.
To support e cient query execution, the physical level uses a numbering scheme to map the
logical algebra expressions into e cient relational algetra expressions. Recently, the TIJAH
system has been extended to transparently support di erentinformation retrieval models in
the XML database engine [Blok et al., 2006]. This is achievedby designing abstract functions
in the score region algebra operators, which are used to motithe calculation, propagation,
and combination of element relevance scores [Mihajlovic eal., 2005].

XXL [Theobald and Weikum, 2002; Schenkel et al., 2004] incqrorates a simple probabilis-
tic ranked XML retrieval approach in the traditional databa se engine, and additionally utilises
ontological knowledge for both the element names and the eteent content. TopX [Theobald
et al., 2005] is an extension of XXL that implements di erent query processing architecture,
which unlike XXL enables an e cient and versatile support for identifying and scoring the
top-k element results. Similarly as XXL, XSearch [Cohen et al, 2003] utilises information
about the element semantics in addition to the element contet to achieve e ective element
retrieval. XRank [Guo et al., 2003], on the other hand, is tured for a hyperlinked XML
environment and primarily aims at returning the most speci ¢ elements in a document that
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contain most or all of the query terms.

The CSIRO participating group at INEX 2002 followed a system-oriented approach to
XML retrieval [Vercoustre et al., 2003]. In this approach, queries are sent to PADRE, the core
of the CSIRO Panoptic enterprise search enginé. Unlike most full-text IR systems, PADRE
combines full-text and metadata indexing and retrieval and is capable of indexing particular
elements in a document (such asec and p). Additional ranking algorithms are also used
to construct the scores of the containing ancestor elementsThe EXTIRP system [Doucet
et al., 2004] follows similar XML retrieval approach, where XML documents are rst split
into a set of \minimal XML fragments". These fragments are th en ranked using a similarity
measure based on the vector space model. The element scores aggregated to the ancestor
elements, such that the nal ranked answer list could be geneated.

Approaches to identifying the appropriate answer granularity

One of the earliest attempts to identifying the preferable answer granularity in XML retrieval
was done by Kazai et al. [2002], who followed a focussed XML teeval approach that aims
at identifying the best entry point (BEP) elements. BEPs are considered to be elements
from which users can easily browse and access relevant docant information [Reid et al.,
2006a;b]. Recently, Kazai and Ashoori [2006] have also ingtigated various selection strate-
gies, derived from user studies, that can e ectively identfy these best entry point elements.
They have classi ed the BEPs in three categories: Parent BER (PBEP), where the parent
element of relevant elements is selected as BEP; \Start readg here" BEPs (SBEP), where
a leaf element in a sequence of relevant leaf elements is sgkx as BEP; and Combined BEP
(CBEP), where a parent element in a sequence of parent eleménis selected. They found
that the most popular BEP type was SBEP, which was followed by PBEP, while CBEP was
the least popular BEP type. This nding suggests that leaf level entry points are usually
found to be preferable points from where users would like totart reading the relevant text
information. In XIRQL [Fuhr and Gro johann, 2001] the appro priate units of retrieval, re-
ferred to as \index objects", are specied by domain analyss by manually analysing the
existing XML document schema. Contrary to the manual approach, Hatano et al. [2003]
propose a statistical analysis that determines \Coherent Rartial Documents” without the
need of a document schema. Their approach requires that thenéire XML document collec-
tion is processed before the appropriate answer granulamt could be reliably identi ed. An

4http://www.panopticsearch.com
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interesting approach to identifying the appropriate answea granularity has also recently been
proposed and evaluated by Ramrez et al. [2006b], where éinking information that identi es
relationships betweentoo small and other relevant elements is used to reinforce the relevare
of the appropriate retrieval elements. These and similar tehniques have been shown to work
particularly well under the focussed XML retrieval task [Ramrez et al., 2006a].

Approaches to controlling overlap

One approach tocontrolling overlap in XML retrieval is the list processing approach, where
elements are removed from the ranked list of answers if theyither contain or are contained
by any other element residing higher in the list [Sigurbjernsson and Kamps, 2006; Sauvagnat
et al., 2006b; Geva, 2006]. However, Mihajlovic et al. [20(J6argue that the estimated score
of an element may not be solely su cient in determining the extent to which that element
is useful when retrieved as answer. Thus, the decision whether to rem@ an element from
the list should depend not only on its estimated relevance sare, but also on its size and
the amount of contained non-relevant information. They formally de ne a utility function
that incorporates these three factors, and show that the ovdap removal strategies that only
rely on the estimated element scores are not always the mostective. A similar \smart"
overlap removal strategy is proposed by Mass and Mandelbrod2006], where in addition to
the estimated element score, information about the distribution of the relevant descendant
elements is also taken into account. An element is retainedni the answer list if the relevant
descendants are evenly distributed in the element tree (in \Wich case all the descendants
are removed). Conversely, the element is removed if eitherhe relevant descendants are
concentrated under one of its child elements, or if it has a diect child element with a higher
estimated score than that of its own. A threshold value is mamally chosen such that all the
elements with an estimated score lower than the threshold & not taken into account.

An alternative approach to controlling overlap in XML retri eval is described and exten-
sively evaluated by Clarke [2005]. Here, starting from the ist of ranked elements (initially
generated by an extension of the Okapi BM25 similarity measte), elements are re-ranked
and their scores iteratively adjusted such that the level of overlap among elements is re-
considered for each iteration. Clarke follows an argumentaised by Robertson et al. [2004] to
not adjust the estimated element scores in a linear fashioninstead, the weight contributions
of term frequenciesin overlapping elements are dynamically adjusted as the owap level is
re-considered. Clarke also introduces a parameter that is sl to control overlap among the
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retrieved elements, and provides experimental results thedemonstrate the e ectiveness of
this overlap removal strategy.

2.2 Relevance in information retrieval

Relevanceis one of the most important concepts in the elds of documenation, information
science, and information retrieval [Saracevic, 1996; Bodnd, 2003a]. In this section, we
present an overview of di erent relevance de nitions used n information retrieval, with a
particular focus on the three INEX relevance de nitions.

2.2.1 De nitions and dimensions

Many relevance de nitions are used in information retrieval. In general, there is a system-
oriented, a user-oriented, and a logical de nition of relevance [Mizzaro, 1997]. However, there
are also other de nitions of relevance, which relate to its rature and its notion of dependence.
With respect to its nature, there is binary and non-binary (graded) relevance [Borlund,
2003a]. With respect to whether the relevance of a retrievedunit is dependent or not on
any other unit already inspected by the user, there is depenent (novel) and independent
(aspect) relevance [Saracevic, 1996; Borlund, 2003a; Lasmko, 2004].

The system-oriented de nition provides a binary relation between a unit of information
(a document or an element) and a user request (a query). To moa this relation, both the
unit of information and the user request are represented by aset of terms, re ecting the
contents of the unit and the interest of the user, respectivéy. In this case, relevance is simply
de ned by the level of semantic overlap between the two repreentations; the more similar
these representations are, the more likely the informatiorunit is relevant to the user request.
According to this de nition, relevance is not dependent on any factors other than the two
representations. More speci cally, it depends neither on he user who issued the request (or
on the user information need), nor on any other information wnits (regardless of whether
they have been previously considered to be relevant or not)nor on any other requests to
which the information unit may or may not be relevant [Borlun d, 2003a].

Novel relevance deals with the impact of retrieving redundat information units on user's
perception of relevance. For example, if a system retrievesvo near-duplicate information
units | which may both be relevant to a request | the user will v ery likely not be inter-
ested in reading both of them, since once the rst one is readthe second becomes entirely
redundant. Carbonell and Goldstein [1998] proposed the carept of Maximal Marginal Rele-
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vance which attempts to provide a balance between therelevanceof a document to a query
and the redundancy of that document with respect to all the other documents previously
inspected by the user. An interesting approach that may be sen as an extension of this
work is described by Allan et al. [2001]. Their work attempts to address redundancy on a
sub-document level and is based on the following idea: evendf document is considered to be
mostly redundant by a user, it may still contain a small amount of novel information (which
is, for example, often the case in news reporting). Therefa, they independently evaluate
the performance of an information retrieval system with regpect to two separate de nitions
of relevance: a topical relevance and a novel relevance. Semaspects of novel relevance have
been investigated in detail in the TREC novelty tracks [Sobao and Harman, 2004].

A user request often represents a complex information needhat may comprise smaller
(and possibly independent) parts, often calledaspects The goal of an information retrieval
system is then to retrieve information units that cover as many aspects of the information
need as possible. In this contextaspect relevancespeci es the extent to which the information
unit is focussed on a particular aspect of the information ned, whereasaspect coverages
de ned as the number of aspects for which relevant retrievedunits exist. Aspect relevance
and coverage have been extensively studied in the TREC intexctive tracks [Hersh and Over,
2001].

2.2.2 INEX relevance

The binary relevance scale, as used in traditional informaion retrieval,® is not deemed to be
su cient in XML retrieval, primarily due to the hierarchica | relationships among the units
of retrieval [Piwowarski and Lalmas, 2004]. For example, a pragraph and its containing
section can both be relevant to a user request, but the paragmph may be more focussed on
the request, and may thus (arguably) represent a preferablelement to retrieve. Accordingly,
two relevance dimensionshave been used as part of the INEXrelevance de nition. The two
relevance dimensions are respectively based on aspect coage and aspect relevance, as
explained above. To express the relevance of a retrieved ebhent, a relevance scalds used to
combine the values from the two INEX relevance dimensions. Hwever, di erent names for
the two relevance dimensions and di erent relevance scalesere used in INEX over the past
four years.

SRecent Robust and Web tracks in TREC, however, use a non-binary scale for relevance judgements.
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INEX 2002 relevance de nition

At INEX 2002, the two dimensions were namedtopical relevanceand component coverage
which respectively re ect the extent to which the element coversand is focussedon aspects
of the information need (as represented by an INEX topic). Eah dimension uses four rele-
vance grades, from \irrelevant" (0), \marginally" (1), \fa irly" (2), or \highly" (3) relevant
for topical relevance, to \no coverage" (), \too large" ( 1), \too small" ( s), or \exact cover-
age" (e) for component coverage [Gevert and Kazai, 2003]. A relevace value of an element
is denoted asRrCc , where R refers to topical relevance,C refers to component coverage,
and r and c represent integer and nominal values used for the two dimensns, respectively.
For example, the relevance valueR3Ce denotes a highly relevant element with an exact
coverage to an INEX 2002 topic, whereasROCn denotes a non-relevant element that does
not have any coverage. However, this relevance de nition ha not been used by INEX since
2002, partly because of the vagueness introduced in the terimology used for the names of
the two relevance dimensions, and partly because it has beesubsequently shown that the
INEX 2002 assessors did not understand the notion of \too smil' [Kazai et al., 2004b].

INEX 2003 and 2004 relevance de nition

From 2003 at INEX, the relevance of an element to a query (an INEX topic) is described
by two dimensions: Exhaustivity, which models the extent to which the element discusses
aspects of the information need, andSpeci city , which models the extent to which the element
focuses on aspects of the information need [Piwowarski anddlmas, 2004]. For example, an
element may be highly exhaustive to a user request (since itidcusses most or all the aspects
of the information need), but only marginally speci ¢ (since it also focuses on aspects other
than those concerning the information need).

At INEX 2003 and 2004, four grades were used for each relevaeaimension, such that
the relevance of an element ranges from \none" (0), to \margnally" (1), to \fairly" (2), or to
\highly" (3) exhaustive or speci c, respectively. Table 2. 3 shows all the possible combinations
between the grades of the two relevance dimensions, whichpeesents the 10-point relevance
scale used by the INEX 2003 and 2004 relevance de nitions.

The two relevance dimensions Exhaustivity and Speci city , are not completely orthogo-
nal. An element that is not exhaustive is also not specic to the request (and vice versa),
which restricts the space of combining grades to the ten pogdsle values. In Table 2.3 a
relevance value of an element is denoted aSeSs, where E refers to Exhaustivity, S refers
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Exhaustive
Specic Highly Fairly Marginally None
Highly E3S3 E2S3 E1S3 |
Fairly E3S2 E2S2 E1S2 |
Marginally E3S1 E2S1 E1S1 |
None | | | EO0SO

Table 2.3: The 10-point relevance scale, used in INEX 2003 an@004. Each point of the
relevance scale combines a grade from Exhaustivity with a @gle from Speci city.

to Speci city, and e and s represent integer values between zero and three. An elemeis
consideredrelevant only if the e and s values are both greater than zero. The relevance value
EOSO therefore denotes anon-relevant element, whereas the valueE3S3 denotes ahighly
relevant element. However, previous studies have shown that the INEX2004 relevance de -
nition, comprising two dimensions based ontopical relevance is too hard for users to relate
to [Pharo and Nordlie, 2005; Tombros et al., 2005a]. Moreowe an analysis of the assessor
agreement on the set of 12 topics that were double-judged at IEX 2004 has revealed that,
although the assessors did agree (to a certain extent) on theelevant documents found for
an INEX 2004 topic, they did not seem to agree on the relevant ements within these docu-
ments, mostly because various combinations of relevance gges can be assigned to relevant
elements [Trotman, 2005]. It has also been observed that a caplex relevance scale, such as
the INEX 2004 10-point scale, could lead to an increased levelf obtrusiveness in interactive
user environments [Larsen et al., 2005].

INEX 2005 relevance de nition

In light of the above ndings, the INEX relevance de nition w as changed at INEX 2005,
where a highlighting assessment task was used to gather retence assessments for INEX
topics [Lalmas and Piwowarski, 2005]. The highlighting asessment task had two main steps,
which are described as follows. The assessor was rst reqeid to highlight the relevant

content in each returned document. After the assessment tooautomatically identi ed the

elements that enclosed the highlighted content, the assees was then asked to judge the
Exhaustivity of these elements, and of all their ancestors and descendantThe three possible
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Exhaustivity values weretoo small (?), partially exhaustive (1), and highly exhaustive(2).
The assessment tool automatically computedSpeci city of the judged elements as the ratio
of highlighted to fully contained text, where the possible Speci city values were drawn from
a continuous (0, 1] relevance scale.

Figure 2.1 shows a sample of the relevance assessments ob&d for INEX 2005 CO+S
topic 203, containing ve highlighted passages. For each jdged element, E shows the Ex-
haustivity value of the element;size denotes the total number of characters contained by
the element; andrsize shows the actual number of highlighted characters by the assssor.

As for the previous two INEX relevance de nitions, the values from the two INEX 2005
dimensions were combined to express theslevance of an element to an INEX 2005 topic.
For example, if a fully highlighted element was assigned arExhaustivity value of 1, then that
element was deemed akighly speci ¢ but only partially exhaustive [Lalmas and Piwowarski,
2005].

2.3 Evaluation approaches

In this section, we detail the existing evaluation approactes for XML retrieval. We describe
the common assumptions underlying the XML retrieval evaludion, the evaluation metrics

and their corresponding measures used, and the tests reqeid to compare the observed metric
behaviours.

2.3.1 Assumptions

To measure how well di erent retrieval systems satisfy the nformation need expressed by
a user request, an evaluation metric should not only supporta rank ordering of the best-
to-worst performing systems, but it should also consider theunderlying retrieval task and
incorporate a model of the expecteduser behaviour

In traditional IR evaluation experiments, the retrieval ta sk comprises a simulation of how
a digital library is typically used, where information residing in a static set of documents is
retrieved using a new set of topics. Since whole documents arconsidered as well-de ned
retrieval units, the underlying implicit assumptions that surround this retrieval task are
relatively simple [Gevert et al., 2006]. First, the relevance of a document is assumed to
be independent on the relevance of any other document. Secdna document is considered
as a well-distinguishable and separate information unit. Lat, documents are assumed to
represent units of approximately equal size. The typical usr behaviour modelled by this
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<file collection="ieee" name="co/2000/r7108">

<passage start="/article[1]/bdy[1]/sec[1]/p[1]/text( )[1].123"
end="/article[1]/bdy[1]/sec[1]/p[1]/text()[2].11" si ze="408"/>

<passage start="/article[1]/bdy[1]/sec[2]/st[1]"
end="/article[1]/bdy[1]/sec[2]/p[4]/text()[1].378" s ize="2064"/>

<passage start="/article[1]/bdy[1]/sec[4]/st[1]"
end="/article[1]/bdy[1]/sec[4]/p[3]/text()[1].694" s ize="1945"/>

<passage start="/article[1])/bdy[1]/sec[6]/ip1[1]/tex tO[1].0"
end="/article[1]/bdy[1]/sec[6]/ip1[1]/text()[1].176 " size="177"/>

<passage start="/article[1]/bm[1])/app[1]/p[3]/text() [1].0"
end="/article[1]/bm[1]/app[1])/p[4]/text()[1].462" si ze="900"/>

<element path="/article[1]" E="1" size="13556" rsize="5 494"/>

<element path="/article[1]/bdy[1]" E="1" size="9797" rs ize="4594"/>

<element path="/article[1])/bdy[1]/sec[1]" E="1" size=" 1301" rsize="409"/>

<element path="/article[1]/bdy[1]/sec[1]/p[1]" E="1" s ize="531" rsize="408"/>

<element path="/article[1]/bdy[1]/sec[2]" E="1" size=" 2064" rsize="2064"/>

<element path="/article[1]/bdy[1]/sec[2]/st[1]" E="?" size="30" rsize="30"/>

[...]

<element path="/article[1]/bdy[1]/sec[2]/p[2]" E="1" s ize="738" rsize="738"/>

[...]

<element path="/article[1]/bm[1]" E="1" size="3267" rsi ze="900"/>

<element path="/article[1]/bm[1])/app[1l]" E="1" size="2 085" rsize="900"/>

<element path="/article[1]/bm[1]/app[1])/p[3]" E="1" si ze="438" rsize="438"/>

[...]

<[file>

Figure 2.1: A sample of relevance assessments for INEX 2005 C& topic 203 and docu-

ment co/2000/r7108 , containing ve highlighted passages. For each judged elent, E shows

the value for Exhaustivity (with possible values?, 1 and 2), size denotes the element size
(measured as total number of contained characters), whilesize shows the actual number of
characters highlighted as relevant by the assessor.
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task is as follows. Given a ranked list of answer documents, sers start from the beginning
of the list and inspect one document at a time, until either all the documents in the list have
been inspected, or users had stopped inspecting the list sie their information needs were
successfully satis ed.

In XML retrieval, the commonly used retrieval task again simulates a digital library.
However, the di erence from the task used in the traditional IR is that in this case elements
rather than documents represent units of retrieval, and tha di erent granularity of elements
can be presented as answers. This, in turn, in uences the evwaation assumptions, which
need to be appropriately adapted for the XML retrieval task.

1. Relevance of an element is independent on the relevance ofyaother element Cur-
rently it is not clear whether this assumption is indeed a reaonable approximation,
given that relevance of an element can hardly be viewed as irgbendent on the relevance
of the containing document, or on the relevance of other elemnt that either contains or
is contained by it. However, most of the current metrics follow this assumption, which
allows elements in the ranked list to be inspected independgly during evaluation.

2. Elements can not be considered as well-distinguishable as&parate information units.
This is primarily because elements in an XML document are need, which means that
the same information retrieved from an element could also beaetrieved from other
(contained or containing) element. As a result, the level ofoverlapamong the retrieved
elements should be taken into account during evaluation.

3. Elements can not be assumed to represent units of equal sizéndeed, it has been
shown that sizes of elements in an XML document collection ca vary widely [Kamps
et al., 2004], which may respectively in uence the time requred to inspect the element
answers. The sizes of retrieved elements, therefore, shaublso be considered during
evaluation.

There are many initiatives aiming at empirically determining models of expecteduser
behaviourin XML retrieval; most of them have been part of the two instances of the INEX
interactive track [Tombros et al., 2005a; Larsen et al.,, 208a]. Although rm user model
in XML retrieval has not yet been established, most evaluaton metrics for XML retrieval
assume the linear user browsing behaviour as followed in thieaditional IR (described above).
However, while inspecting a ranked list of elements, usersf@an XML retrieval system could
also have an access to other structurally-related elementgr indeed could be able to inspect
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the context where the answer elements reside. The system interface udlyasupports this
by implementing features such as browsing, scrolling, or psenting a table of contents of
the containing document [Malik et al., 2006b]. Accordingly, the XML retrieval evaluation
metrics should not only be able to model the (observed) usebrowsingbehaviour, but should
also be able to support di erent result presentations since elements could either be grouped
by their containing documents or be presented individually

In the following, we describe the evaluation metrics that ar most commonly used in
IR and XML retrieval. We particularly focus on the extent to w hich each of the current
evaluation metrics for XML retrieval supports the above evduation assumptions.

2.3.2 Metrics and measures

We de ne an evaluation metric as a set ofmeasuresthat follow a common underlying evalua-
tion methodology In traditional IR experiments, a binary relevance scale isoften used: a re-
trieved document is judged as either relevant or non-relevatto a query. Two well-established
measures based on these judgements are typically used foradwation of document retrieval

e ectiveness: Precision, which calculates the fraction of relevant documents retreved to all

the documents retrieved for the query; andRecall, which calculates the fraction of relevant
documents retrieved to all the relevant documents found forthe query. Following the above
assumptions regarding the retrieval task and the expected ser behaviour, the performance
of an IR system is measured in two distinct cases: at aank cuto , where either precision
or recall is measured at rank position after certain number & documents are retrieved; and
overall, where precision and recall are combined to produce a singlealue for the overall

performance of the IR system.

Let R be a ranked list of documents returned by an IR system in respiese to a query, and
let Nrel be the total number of documents judged to be relevant for thd query. Further,
let rel; indicate the relevance of a document assigned to a rank, such that rel, = 0 if the
document is not relevant, andrel, = 1 if the document is relevant. Examples of rank cuto
and overall performance measures used in IR experiments ihale the following:

P@r, which measures the precision at a rank cuto r, and calculates the fraction of
retrieved documents that are relevant for a query:

_ rel
Pa ="t (2.4)
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R@r, which measures the recall at a rank cuto r, and calculates the fraction of relevant
documents that are retrieved for a query:

R@ = i=1 (25)

R-Precision (RP), which measures the precision after the number of documentse-
trieved for a query equals the total number of relevant docunents for that query:

RP = P@Nrel (2.6)

If the total number of relevant documents is higher than the number of documents
retrieved, then the non-retrieved documents are assumed to & non-relevant.

Average Precision (AP), which is the average of the precisions calculated at each haral
recall level (after each relevant document is retrieved fora query):

Bi R B Bi
reli P@ reli P@ rel; reli P@
AP = =1 _ =1 i=1 _ =1 RERI 27
Nrel Bi Nrel Bi @R| (2.7)
rel rel;
i=1 i=1

A consequence of the above de nition is that recall boundsAP . That is, an IR system
whose recall at the bottom of the ranking (R@R]) is x, can at best attain an AP of x.

Any of the above measures can be used to report the retrievalgrformance across a set of

queries, by calculating mean of the values obtained by a mease for each individual query.

For example, MARPand R-prec are overall performance measures that respectively represt

mean average precision (calculated at natural recall leve) and mean R-precision. An al-

ternative overall performance measure iSMAR which represents interpolated mean average

precision calculated at standard 11 recall levels. The ovell performance and the rank cuto

measures for document retrieval have been implemented in #trec _eval evaluation met-

ric [Voorhees and Harman, 2005]. The underlyingevaluation methodologyfollowed by the

measures in thetrec _eval metric is that relevant and non-relevant documents are couned to

produce the evaluation scores. Other measures that have beaecently proposed to evaluate

the e ectiveness of document retrieval includebpref [Buckley and Voorhees, 2004], which is
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shown to be more robust than the traditional measures when icomplete and imperfect rele-
vance assessments are used for evaluation; armhk-biased precision[Mo at and Zobel, 2006],
which is based only on precision (thus ignoring recall), inorporates a simple model of user
behaviour, and unlike traditional measures allows accura¢ quanti cation of experimental
errors when using both complete and incomplete relevance asssments for evaluation.

Over the past four years INEX has been used as an arena to invegate the behaviour of
a variety of evaluation metrics for XML retrieval. Unlike in traditional IR, in XML retrieval
two relevance dimensions | each with multiple relevance grades | are used to measure the
relevance of a retrieved element to a query. To represent thextent to which the element is
relevant, current INEX metrics use quantisation functions to normalise the values obtained
from the two INEX relevance dimensions.

Quantisation functions

Table 2.4 shows six quantisation functions used in INEX sine 2002. Thestrict —quantisation
function is used to measure the XML retrieval performance wlen highly relevant elements
are the only units of retrieval, while the gen (generalised) quantisation is used to measure
performance when retrieving elements withmultiple degrees of relevanceThe table also lists
E3.S321 S3E321 and Speci city- Giented Generalised SO quantisations [de Vries et al.,
2004a]. In INEX 2005, thegenLifted quantisation have also been used in addition togen,
which allows for di erent treatment of the too smallelements during evaluation. As discussed
previously, the too small elements represent elements whose exhaustiveness was jadgo be
\?" by the INEX 2005 assessors. These elements were assigned @malised relevance score
of 0 by the gen quantisation function at INEX 2005, re ecting the fact that they should
not bring any retrieval value during evaluation. The genLifted quantisation was introduced
to lift the E values given to thetoo small elements. Kazai and Lalmas [2006a] performed a
correlation analysis of the results obtained with the two quantisation functions, and found
that the INEX 2005 assessors indeed had their own (di erent)interpretations of what too
small means. This nding has therefore justi ed the inclusion of the genLifted quantisation
function in INEX 2005.

All but the genLifted quantisation function can also be applied in the evaluationexper-
iments using the INEX 2002 test collection. However, a mappig between the values of two
corresponding relevance dimensions is needed since somewvidi erent relevance de nition
was used at INEX 2002. The four values fortopical relevancewere directly mapped to the
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Quantisation Formulation
INEX 2002, 2003 and 20048
<1 if(es) =(3,3)

strict fstrict (€) = .
: % otherwise.
<1 ife=3,s2f1;23g
E3S321 fEsssa(e) = |
A otherwise.
<1 ife2f1;23gs=3
S3E321 fs3ez2(€) = .
: otherwise.
8
1 if (e,s) = (3,3)
0:9 if (e,s) =(2,3)
0:75 if (e,s) 21 (1;3);(3;2)g
SOG fsoc (€)= _ 05 if(es)=(2.2)
0:25 if (e,s) 21 (1;2);(3;1)g
01  if (e,s) 21 (2;1);(1;1)g

L 0 if(es)=(00)
1 if(es)=(3,3)
% 0:75 if (e,s) 21(2;3);(3;2);(3;1)g
gen fgen(€) = _0:5  if (e,8) 21 (1;3);(2;2);(2;1)g
% 0:25 if (e,s) 21 (1;2);(1;1)g

0 if(es) = (0,0)

INEX 2005

8
<1 if(es)=(2,1
strict fstict (€) = . (@8 =&
Q 0 otherwise.
e s ife2f1;2g;s>0
gen fgen(e) = .
-0 a otherwise.
§(e+1) s ife2fl;29; s> 0
genLifted fgenLifted (€) = §s ife=2s>0
0 otherwise.

Table 2.4: Quantisation functions used in INEX since 2002. Vduese and s represent values
for Exhaustivity and Speci city that can be assigned to an edment (g) to re ect its normalised
relevance score.
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four Exhaustivity values Rr | > Ee), while the following mappings were used between the
three nominal component coveragevalues and three Speci city values: Cn | > SO, which
maps elements with no coverage to non-speci ¢ element$| | > S1, which maps too large
elements to marginally speci ¢ elements; andCe | > S3, which maps elements with exact
coverage to highly specic elements. TheCs (too small) value for component coverage was
not mapped to any of the four Speci city values (an element was deemed to btwo small if
it did not act as a meaningful unit of information).

The inex _eval metric

For three years since 2002, thanex _eval metric [Gevert and Kazai, 2003] has been used
as the o cial INEX metric to evaluate the e ectiveness of XML retrieval approaches. This
metric supports weak orderingof elements in the answer list [Cooper, 1968; Raghavan et al.
1989], where one or more elements are assigned identical rietval status values (RSVs) by an
XML retrieval system. The traditional sequential ordering of elements in the answer list is
considered as a special case of weak ordering. The main dience between the two orderings
is the rank assigned to a retrieved element; indeed, unlike in the casef gequential ordering,
where each retrieved element is assigned to a unique rank, iweak ordering one or more
elements | that have the same RSVs | can be assigned to an ident ical rank.

For a retrieved element, theinex _eval metric computes so-calledPrecall [Raghavan et al.,
1989], which estimates the probability that the element is rlevant to an INEX topic:

X Ne

P(reljret)(x) = X Not eshn
X Ne

(2.8)

In the above equation, x is a fractional value representing an arbitrary recall poirt (where
0 x 1), Ne is the sum of the normalised relevance scores for all the relant elements
found for an INEX topic, and esl n, is the expected search lengtiiCooper, 1968], which
estimates the expected number of retrieved non-relevant etaents until reaching the recall
point x. The following methodology is used to calculate the expectd search lengthesly ..

Let a retrieved element be denoted as, and let the set of retrieved elements that have
been assigned to an identical rank be denoted asR (i). The rank at which the recall level x is
achieved is denoted ag. This rank represents thelowestrank for which, when sequentially
inspecting the list of elements | starting from the highly ra nked element at the top and
moving down to the bottom | the following holds true:
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0 1
X X
@ fquant(e)A X Ne

i=1 e2R (i)
where f quant(€) represents the normalised relevance score for the elemeasf obtained with a
quantisation function. The amount of relevant information that is left to be obtained from
rank r, denoted asleft(r) , is then calculated as follows:

0 1
X1 X
left(r) = x Ne @ fquant(e)A
i=1 e2R (i)

The number of non-relevant elements that have been assignednaidentical rank i is
denoted asnon_rel(i) . These are the elementse 2 R (i) for which fquant(€) = 0. The
expected search length can then be calculated as follows:

I
X1 " left(r) non_rel(r
esl N, = non_rel(i)y + ") -rel(n)
i=1 r
To report di erent performance values for an INEX topic, the inex _eval evaluation

metric calculates Precall values P (reljret)(x) for arbitrary recall levels (typically 100).

A linear result presentation mode is supported by theinex _eval metric, where per-
formance is measured while individually inspecting each reieved element in the list. The
group result presentation mode, where performance is meased when elements in the list are
grouped by their containing documents, is not supported. Ttere are also two known weak-
nesses when applyingnex _eval to measure the XML retrieval performance: rst, the size of
the retrieved elements is ignored during evaluation; and seond, the level of overlap | both
among the retrieved elements and among the relevant elemestfound in the recall-base | is
also ignored, which may result in misleading evaluation reslts [Kazai et al., 2004a]. In this
context, a recall-basere ects a collection of relevant elements that serves as a gund-truth
for evaluation.

The inex _eval _ng metric

To address the above weaknesses, thaex _eval _ng metric was proposed as an alternative
evaluation metric at INEX 2003 [Gevert et al., 2003b; 2006] Here, the two relevance di-
mensions, Exhaustivity and Speci city, are interpreted within an ideal concept spacgWong
and Yao, 1995], and each of the two dimensions is separatelyouosidered while calculating
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recall and precision. Theinex _eval _ng metric does not support weak ordering of elements
in the answer list. There are two variants of this metric, which di er depending on whether
overlap among retrieved elements is allowed or notinex _eval _ng(s) , which allows overlap
among retrieved elements; andinex _eval _ng(o) , which penalises overlap among retrieved
elements. Unlike theinex _eval metric, both ng variants directly incorporate element sizes

in their relevance de nitions.
With inex _eval _ng(s) , recall and precision are calculated as follows:

B

_ f Equant (&)
Recallg= =X (2.9)
fEquant (&)
1

P o
quuant(el) I1€i)

Precisions = =% > (2.10)
I€i)
i=1
In the above equations,N is the total number of relevant elements found for an INEX
topic, r represents the rank cuto value at which performance is measred, ¢ and jgjj re-

spectively represent the element retrieved atranki (1 i r) and its size, whilef gquant (&)

and fsquant (&) represent normalised element relevance scores obtaineditiv a quantisation

function when Exhaustivity and Speci city are separately considered. For example, with
the generalised quantisation function, normalised elemenrelevance scores forExhaustiv-
ity and Specicity are obtained as follows [Gavert et al., 2003b]: fgquant (&) = E=3 and

fsquant(€) = S=3.
With inex _eval _ng(0) , recall and precision are calculated as follows:

is1

p jei . g ]
' quuant (e) J]eijj
Recall, = =2 =i (2.11)
P . st |
 fsquant(®) j&  §j
Precisiong = = 5 i 1= (2.12)
NI Y
i=1 j=1

whereg represents an element that is a descendant &, which has been previously retrieved
atrank | (1 j <i). The Rel entity has been recently introduced in the INEX 2003
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metric, such that the level of overlap among the relevant elenents in the recall-base is also
considered [Gavert et al., 2006]. It is de ned as the maximum number of \retrievable relevant
concepts" found in those non-overlapping relevant elementshat for an INEX topic produce
the optimal ranking. Basically, with the Rel entity the number of relevant leaf elements in
the recall-base is considered in the denominator of Equatior2.11.

The inex _eval _ng metric also supports only the linear result presentation male, with-
out supporting the group result presentation mode (where etments are grouped by their
containing documents). Despite of its advantages ovetinex _eval , the INEX 2003 metric
also introduces two shortcomings: rst, it assumes that therelevant information is uniformly
distributed across the element content; and second, it tregs the two relevance dimensions in
isolation by producing separate evaluation scores. The ldsaspect is of particular concern
in evaluation scenarios where combinations of values fromhie two relevance dimensions are
needed to reliably determine the preferable units of retri#al. However, Ogilvie and Lalmas
[2006] have recently compared the XML retrieval performane of the o cially submitted
INEX 2005 runs under di erent evaluation scenarios. They caried out extensive statistical
tests that have demonstrated that ignoring values from the Exhaustivity dimension did not
have a signi cant impact on the measured performance. This nding suggests that producing
separate evaluation scores for each relevance dimensionrist a serious shortcoming for the
XML retrieval evaluation.

The XCGmetrics

The eXtended Cumulated Gain (XC® metrics [Kazai and Lalmas, 2005] are used as the
o cial INEX metrics since 2005. The XCGQGnetrics are extensions of the cumulated gainCG
metrics, initially used for document retrieval [Jarvelin and Kekainen, 2002].

The CGmetrics use a multi-graded relevance scale to determine thestevance of retrieved
documents [Kekakinen and Jarvelin, 2002]. The relevarce grades obtained for each retrieved
document are accumulated as the ranked lisG is processed, where the document identi ers
are replaced with ordinal values that correspond to their asigned relevance grades. The
cumulated gain at rank r, denoted asCGr], is simply calculated as the sum of the document
relevance grades up to and including that rank:

X
CG[r] = Gli] (2.13)
i=1

For each query, anideal gain vectorl is constructed by sorting the documents in the recall-
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base in decreasing order of their relevance grades. To measuthe retrieval performance of
an IR system, the actual CG vector is compared to the ideall vector by plotting the results
obtained by both CG functions against each rank position. Two monotonically ircreasing
curves are observed as a result, which should level after no ane relevant documents are
found. Jarvelin and Kekalinen [2002] also introduce a normalised CG measure (denoted as
nCG) that produces normalised performance scores in the intead [0;1]. They do this by
dividing the cumulated gains of the actual CG vector, obtained at each rank, with those of
the ideal | vector. With the nCG measure, the ideal retrieval performance at a rank cuto is
achieved when the obtained normalised value is 1, whereas ¢harea between the normalised
actual and ideal curves shows the quality of the retrieval approach (the less wide the area is,
the better the retrieval performance).

The XCGnetrics extend both the CG and the nCG metrics. Here, given a ranked list of
elements for an INEX topic, the cumulated gain at rank r, denoted asxCG[r], is computed
as the sum of the normalised element relevance scores up to @mcluding that rank:

X
XCGJ[r] = rv(e) (2.14)

i=1

In the above equation,e denotes an element retrieved at rank, while rv(g) is a relevance
value function used to compute the normalised element relevancecsre. The relevance value
function takes into account the level of overlap among the ré&rieved elements in the answer
list, and it is explained in detail later in this section. For an INEX topic, the ideal gain
vector XCI| is constructed by sorting the relevant elements in the recdtbase in decreasing
order of their normalised relevance scores.

Two o cial XCGnetrics used to measure the retrieval performance at INEX 205 are the
following [Kazai and Lalmas, 2006a]:

1. The nxCGmetric with the nxCG[r] measure. For a rankr, nxCG[r] measures the
relative retrieval gain a user has accumulated up to that rark, compared to the gain
they could have accumulated if the system had produced the amal ranking:

XCGJr]
XCI [r]

nxCG[r] = (2.15)

2. The ep/gr metric with the MAep measure. The e ort-precision ep, calculated at a
cumulated gain level achieved at rankr (xCG[r]), is de ned as the amount of relative
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e ort (measured as the number of visited ranks) a user is reqired to spend compared
to the e ort they could have spent while inspecting an optimal ranking:

ep(xCG[r]) = r‘drea' (2.16)

Here, rigea is the rank at which the cumulated gain xCG][r] is reached by the ideal
run, while r is the rank at which the same cumulated gain is reached by the ystem
run. An epscore of 1 re ects an ideal performance, in which case the usspends the
minimum necessary e ort to reach that particular cumulated gain. MAep represents
the mean average e ort-precision, calculated by averaging lte e ort-precision scores
obtained whenever a relevant element is found in the rankedist.

The gain-recall gr, achieved at the rankr, is calculated as:

xCGJr]

CTINT (2.17)

gr[r] =

where N is the total number of relevant elements found for an INEX topic.

In addition to the above two measures,Qand R measures were also used at INEX 2005.
These measures mainly address an issue found fokrCG[r] of not averaging well across topics
that contain a varying number of relevant elements [Sakai, §04].

To consider the level of overlap among the relevant elementi the recall-base, the XCG
metrics make use of arideal recall-base The ideal recall-base is de ned as a set oideal and
non-overlappingrelevant elements, selected from the full recall-base by fldwing assumptions
about the underlying retrieval task and the expected user blaviour [Kazai et al., 2004a;
Kazai and Lalmas, 2005]. A quantisation function is chosena represent the user model, while
a custom methodology of constructing the ideal recall-basesiemployed such that overlapping
relevant elements are removed from the recall-base. We exjlathis methodology by using the
example in Figure 2.2, which shows a document tree represeation of the rst XML document
shown in Figure 1.1. For each element shown in the gure, vales in parenthesis represent
values for Exhaustivity and Speci city assigned to that element, whereas the fractional values
show the normalised element relevance scores obtained witthe generalised quantisation
function. Given any two elements on a relevant path, the elenent with the higher normalised
relevance score is rst selected. Arelevant pathis a path in the document tree that starts
from the document element and ends with a relevant element tht either does not contain
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article[1]
(3.3)
1.00

pl1] pli]
3) 3)
0.50 0.50

Figure 2.2: Identifying ideal elements from a recall-base btained for the rst XML document
shown in Figure 1.1. For each element, values in parenthesi®present values forExhaustiv-
ity and Specicity assigned to that element, while the fractional values shovhé normalised
element relevance scores obtained with the generalised quigation function. Four relevant
paths are shown in this document, with thearticle  element (shown in the square) being
chosen as an ideal element.

other elements, or contains only irrelevant elements. For gample, there are four relevant
paths shown in Figure 2.2. If two elements on a relevant path lave the same relevance score,
the one deeper in the tree is chosen. This procedure is apptie¢o each pair of elements that
belong to the relevant path until only one element remains. Ater processing all the relevant
paths, a nal ltering is applied where, of two overlapping i deal elements, the one with the
shortest path is chosen. For example, when using the geneiakd quantisation function,
the article element will be selected as an ideal element from the documertree shown
in Figure 2.2. However, if the article  element had been judged as (3,2), with the above
methodology three elements | abs[1] , sec[1] , and sec[2] | would have been chosen as
three ideal elements.

To consider the level of overlap among the retrieved elemestin the answer list, the XCG
metrics implement the following result-list dependent relevance value fv) function [Kazai
and Lalmas, 2005]:
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8
% f quant (&) if g is a not-yet-seen element;
rv(e) = E (1 ) fquant(e) if g is a fully seen element; and
Cov(e) g
- = +(1 ) fquan(e) if & has been previously seen in part.

ie]

In the above equation, e represents a retrieved element,f quant(€) is the normalised
relevance score of that element, while is a parameter that in uences the extent to which
the level of overlap among the retrieved elements is consided. For example, with  setto 1
(overlap=on), the rv function returns 0 for a previously fully seen element, re ecting the fact
that an overlapping (and thus redundant) element does not bing any retrieval value during
evaluation. Conversely, the level of overlap among the retieved elements will be ignored
with  set to O (overlap=off ). In the case where an element has been previously seen in
part in the answer list (when some of its descendant elementbave been retrieved earlier in
the ranking), g represents one of the element's relevant descendantgg j denotes the size of
that relevant descendant, whilem shows the number of previously seen relevant descendants.

Since an ideal recall-base is also used by th&CGmetrics to determine the ideal (non-
overlapping) elements, there may be cases where the sum oféfrelevance values obtained
for descendants of an ideal element could exceed the relevea value obtained for the ideal
element. For example, using the recall-base shown in Figure.2, a system that retrieves
the three child elements of thearticle element may achieve a better overall score that
that achieved by a system that only retrieves the idealarticle element. To cater for this
anomaly, a dependency normalisation function is applied tothe nal rv score of a retrieved
elementeg, which ensures that | if the element ¢ is a descendant of an ideal element | the
following holds true:

X
'Vnorm (&) = Min (rv(e); rv(€igear ) rv(e)) (2.18)
e2S

where S is the set of retrieved descendant elements of an ideal elemig e 2 S is a retrieved
descendant element, whileggey is the ideal element that is on the same relevant path as.
The weak ordering of elements in the answer list is not suppded by the XCGmetrics.
However, unlike the two previous metrics, both result presatation modes | linear and
grouping | are supported by the ep/gr metric. To support the group result presentation
mode, two evaluation scores are calculated bep/gr : an article-level score and an element
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level score. To calculate thearticle-level score, the recall-base is Itered such that only
those articles that contain at least one relevant element (acording to a chosen quantisation
function) remain in the recall-base. The ideal article gain \ector is obtained by sorting
the set of ltered articles by decreasing normalised relevace scores. For an INEX topic, a
list of articles is derived from a system run, and this list is then compared to the article
list of the ideal gain vector. To calculate the element-levelscore, each document cluster
containing grouped elements is examined individually durmhg evaluation. The recall-base of
the document cluster is rst created by considering a quantsation function and an overlap
setting. The list of elements returned for a document is thendirectly compared against the
recall-base of the document cluster, and performance scorder each cluster are calculated.
These scores are averaged over all clusters and then over gjllieries. The above evaluation
methodology was used in theep/gr metric to calculate the article-level and element-level
scores for runs submitted in the FetchBrowse retrieval strategy of the INEX 2005 Ad-hoc
track [Kazai and Lalmas, 2006a].

Other INEX metrics

Other metrics proposed within INEX include Expected Precison-Recall with User Modelling
(EPRUWMand Tolerance to Irrelevance (T21). The EPRUM metric, which was also used as
an alternative evaluation metric at INEX 2005 [Piwowarski, 2006], extends the traditional
de nitions of precision and recall and additionally models a variety of user behaviours. EPRUM
is unique among all the INEX metrics in that it stochastically de nes the user browsing
behaviour, where a probability is assigned to an event that auser has seen any sibling,
descendant, or ancestor element of a retrieved element. Thaain idea behind the T2l metric
is that an XML retrieval system should be rewarded if it retri eves the best entry point
that is \closest" to the relevant information found in the do cument [de Vries et al., 2004b].
More speci cally, retrieval systems are rewarded if they rdrieve as much relevant elements
as possible, while at the same time the amount of user e ort wated on reading irrelevant
information from these elements is minimised. EPRUMas a number of parameters whose
exact estimations are yet to be determined, whileT,l has not yet been implemented, and so
we do not use these two metrics in our evaluation experimentpresented in this thesis.



56 CHAPTER 2. XML INFORMATION RETRIEVAL

Criticism of INEX metrics

Kazai and Lalmas [2005] outline a set of requirements that a @itable metric for evaluating
XML retrieval e ectiveness should take into account. They present an analysis that reveals
the extent to which these requirements are met by the currentiNEX metrics. They conclude
that there is no single metric that meets all the requirements, but that the (o cial INEX)
XCQmetrics seem to behave in a most intuitive way. However, as dicussed previously, the
quantisation functions used by all the INEX metrics rely heavily on di erent combinations
of relevance grades from the two INEX relevance dimensions.A criticism of the current
INEX metrics is that a reliance on these choices could resulin unreliable evaluation, mainly
because of two factors: rst, the assessor agreement on elemt level is shown to be very low,
which questions the validity of the reported evaluation reaults [Trotman, 2005]; and second,
it is not easy to reliably predict the evaluation behaviour when changing between di erent
guantisation functions [Ogilvie and Lalmas, 2006]. Anothe criticism is the lack of simplicity
in the evaluation methodologies employed by the current INEX metrics, and their slight
departure from the well-established information retrieval norms [Hiemstra and Mihajlovic,
2005].

2.3.3 Signi cance, delity, and reliability

To provide evidence that the observed di erence in performace between two retrieval sys-
tems is not due to chance,statistical signi cance tests are usually used during evaluation.
These tests demonstrate, with a certain level of con dencethat if one system performs better
than another using a selected number of topics, the same reli@e system ordering will again
be observed when the performance is measured on di erent (&hpreviously unseen) topics.
The sign test, the Wilcoxon signed rank test, and the t-test are signi cance tests often used
in IR experiments [Hull, 1993].

When comparing whether or not the observed di erence in perbrmance between two
IR systems is statistically signi cant, the signi cance te sts take a pair of equal-sized sets
containing the performance results for each query, and asgh a con dence value (denoted
as p-value) to the null hypothesis (that the values in the two sets are drawn from the same
population). If the p value is less than 0.05 (5%), the null hypothesis is rejectedwhich
indicates that the observed di erence in performance is notdue to chance. In other words,
the system that produces higher average performance resuls said to perform signi cantly
better than the other system. Signi cance tests follow certain assumptionsregarding the
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data on which they are used. For example, both the Wilcoxon gined-rank test and the t-test
assume that the values being tested, which in the IR case repsent the performance results for
each query, respectively follow symmetrical and normal digibutions. However, the per-query
performance results rarely follow either of these two distibutions, and so care must be taken
when using these tests if errors in the statistical analysisare to be avoided [van Rijsbergen,
1979]. Regardless of this caution, these two tests and the giied test have been commonly
used in IR experiments. Sanderson and Zobel [2005] have retly compared the three tests,
and found that t-test produced lower error rates than sign and Wilcoxon. Accordingly, we
use t-test to evaluate the signi cance of reported results inthis thesis. Another alternative
is the bootstrap method [Savoy, 1997], which has only receit been used in XML retrieval
experiments [Ogilvie and Lalmas, 2006].

The evaluation metrics employ a wide variety of methodologes to measure the retrieval
performance. It is therefore essential to carry out tests todetermine whether they measure
what are they intended to measure, and whether the reported ealuation results can be
trusted. Accordingly, two important tests are used to qualify the evaluation of evaluation
metrics: delity and reliability [Voorhees, 2004]. The delity tests show whether an evaluabn
metric measures what it is intended to measure, while the rahbility tests show the extent
to which the evaluation results can be trusted.

Simulated runs constructed in a controlled way are typically used to determine the delity
of an evaluation metric [Kazai et al., 2005; Gavert et al., 2006; Piwowarski and Dupret, 2006].
In XML retrieval, these runs contain various granularity of elements in their answer lists (such
as ideal elements, full document elements, or leaf elementsA metric successfully passes the
delity test if the obtained evaluation results demonstrat e that the best retrieval performance
is indeed achieved when using the right (and desired) answegranularity, while preserving a
reasonable relative ordering of the other simulated runs. W& follow the above methodology
when presenting results of delity tests in this thesis.

To compare whether two metrics measure the same (or similaryetrieval behaviour, a
method that investigates how di erent are the system orderings generated by measures from
one metric compared to the system orderings generated by meares from another is often
used [Gavert et al., 2006; Kazai and Lalmas, 2006a]. Correltion coe cients, such as Speatr-
man's rho, Kendall's tau, and Pearson's product moment coe cient, are used to measure
the extent to which the system rank orderings obtained from apair of measures correlate.
We use the Spearman correlation coe cient in selected expdments presented in this thesis,
primarily because with the non-parametric correlation using the Spearman coe cient, the
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data found in the pairs is not assumed to come from a normal disibution.

The reliability of an evaluation metric is often determined by a method that investigates
whether measures used in one metric are as stable as measuresed in another metric at
distinguishing between di erent retrieval approaches. In their recent work, Mo at and Zo-
bel [2006] pursue reliability tests that identify and compare signi cance and error rates for
di erent IR evaluation measures. The methodology is as folbws: rst, the complete set of
topics is divided into four di erent subsets, which are subsquently used to pairwise compare
the submitted runs. For a pair of runs on the rst subset of topics, at-test is used to decide
whether the observed performance di erence istatistically signi cant at the 0.05 con dence
level. Ifitis, and if the same two runs have the opposite numéc ordering on any of the other
three topic subsets, anerror is recorded. The above methodology is a simpli cation of the
methodology initially proposed by Sanderson and Zobel [208] who observed that, when only
two topic subsets are used, the selection of topics that belg to the rst subset in uences
the selection of topics that are to be used in the second. Thehave therefore evaluated two
selection strategies, referred to asvith and without replacement strategies, which allow lower
and upper bounds to be respectively determined for the obseed error rates. The methodol-
ogy followed by Mo at and Zobel usesfour instead of two topic subsets, by which the factor
of dependencenvhen choosing among the topics that belong to a given subsetiexpected to
be greatly reduced. We also follow the methodology proposelly Mo at and Zobel [2006] in
the experiments performing reliability tests in this thesis.

2.4 Methodology of XML element retrieval

INEX has, since its very beginning, been challenged with som methodological issues that
seem to be directly related to the very nature ofelement(as opposed todocumen) retrieval.
Indeed, the following questions have been raised, for whicheasonable answers are yet to
be provided [Trotman, 2005]: Does a suitable XML document cbiection exist for element
retrieval? Can a sound user model be identi ed for XML retrieval? Will users bene t from
using structural hints, as opposed to only using plain terms in their queries?

The fundamental issue underlying these questions relatesotthe user expectationsfrom
XML retrieval. Indeed, there is a growing interest among the XML retrieval research com-
munity in studying the user behaviour in the context of XML re trieval. Admittedly, a great
deal of work has been done in the eld so far; however, the ab@s questions are yet to be
completely addressed.



2.4, METHODOLOGY OF XML ELEMENT RETRIEVAL 59

User expectations

Among the earliest works that studies the user behaviour in XML retrieval is the work done
by Finesilver and Reid [2003], where a small-scale experim&ai study using the Shakespeare
XML document collection® was designed to investigate the information-seeking behavio
of users in the context of structured documents. They invesigated two variants of the
same XML retrieval interface: one that highlighted relevarnt elements only; and another that
highlighted best entry points (BEPs) only. Results from the analysis of their comparative
study have revealed that users strongly preferred the BEP iterface, and that BEPs could
be bene cial for XML retrieval so long as they are appropriately used.

An interactive track was established for the rst time in INE X 2004 to investigate the
behaviour of users when elements of XML documents (rather tan whole documents) are
presented as answers [Tombros et al., 2005a]. In particularthe option of presenting ele-
ment answers in a linear fashion was one of the research actiy carried out as part of the
INEX 2004 interactive track